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OTP-native Chrome DevTools Protocol
browser automation for Elixir. Launch headless Chrome and drive it directly over a
Mint.WebSocket connection. No ChromeDriver, no Node.js.
CDPEx.with_page([], fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)
#=> {:ok, "<html>…</html>"}
Why CDPEx?
It drives Chrome over CDP the way Puppeteer and Playwright do, but in pure
Elixir: the browser and each page's CDP connection are supervised OTP
processes (a page is a lightweight handle over its connection). A Chrome crash
or a dropped socket surfaces to the caller as {:error, reason} instead of a
hung session, and terminate/2 guarantees the OS process is reaped (no zombie
Chromes).
It's production-tested: it runs as the sole browser engine for a JavaScript-heavy
scraper, where it replaced a Wallaby/ChromeDriver setup.
		CDPEx	chrome_remote_interface	ChromicPDF	Wallaby
	Transport	CDP (WebSocket)	CDP (WebSocket)	CDP (WebSocket)	WebDriver / ChromeDriver
	Runtime deps	mint_web_socket, jason, telemetry	hackney + others	a few	ChromeDriver process
	Supervised lifecycle	✅	—	✅ (PDF pool)	partial
	Scope	general automation	low-level client	PDF / screenshots	testing

If you want a small, dependency-light CDP client with proper OTP supervision, and
you'd rather not run a ChromeDriver process (like Wallaby) or a Node sidecar (like
Playwright or Puppeteer), that's the gap CDPEx fills.
Status
Transports: pages default to one WebSocket each (strong crash isolation).
Opt into sessionId multiplexing (many pages over the one browser socket)
with new_page(browser, transport: :session); the trade-off is shared fate (a
dropped browser connection drops all of its session pages).
Connect to a running Chrome: attach to a Chrome you didn't launch — local,
a sidecar, or a remote/cloud wss:// endpoint — with connect/2 (:session
transport; it never reaps a process it didn't start). See below.
Stealth / anti-fingerprinting presets remain out of scope for now (evidence-gated).
Installation
Add cdp_ex to your deps in mix.exs:
def deps do
  [
    {:cdp_ex, "~> 0.9.0"}
  ]
end
You also need Chrome or Chromium installed. CDPEx finds it via, in order: the
:chrome_binary option, CDP_EX_CHROME_BINARY, CHROME_BINARY, then an OS default.
For reproducible setups, point it at a
Chrome for Testing binary.
Sandbox
CDPEx launches Chrome with --no-sandbox by default, since the sandbox can't
start in many CI/container environments. If you run as root or drive untrusted
pages, re-enable it by overriding :args — see CDPEx.Chrome.
Running in containers
CDPEx is validated on macOS, but its defaults already target Linux containers:
--no-sandbox, --disable-dev-shm-usage, and --disable-setuid-sandbox are on
by default, so headless Chrome starts out of the box on a constrained host (e.g.
2 vCPU / 2 GB). A few things smooth the path further:
	Tune :launch_timeout for cold starts. Chrome's first launch in a fresh
container is slower than on a warm dev machine. :launch_timeout is a ceiling,
not a fixed wait (readiness is polled and returns as soon as Chrome is
reachable), so a generous value costs nothing on a fast launch:
CDPEx.launch(launch_timeout: 30_000)

	Fresh-profile cost. Each launch creates a new --user-data-dir (removed on
stop), so there's no warm disk cache between launches and the first navigation
pays a cold-start cost. For throughput, prefer one long-lived browser (launch/1
	reuse) over a throwaway with_page([...]) per request, or pass a persistent
:user_data_dir.


	/dev/shm sizing. Docker defaults /dev/shm to 64 MB, which Chrome can
exhaust (crashing tabs). CDPEx ships --disable-dev-shm-usage by default (Chrome
writes to /tmp instead), so it works on a small /dev/shm as-is. To size it up
instead (--shm-size=1g), drop that flag via a custom :args.

	Memory. On a 2 GB host a single browser with a few pages is comfortable; each
open page and large screenshots/PDFs add transient memory. Close pages promptly,
or use transport: :session to cut per-page socket/process overhead when you
don't need crash isolation.

	--remote-allow-origins. Some Chrome builds enforce an Origin check on the
DevTools WebSocket upgrade and may reject a CDP client with a 403. CDPEx doesn't
set this by default; if you hit {:error, {:ws_upgrade, _}} at connect, add it:
CDPEx.launch(launch_timeout: 30_000, extra_args: ["--remote-allow-origins=*"])


Usage
Resource-safe (recommended)
with_page/3 opens a page, runs your function, and always tears everything down —
even if the function raises:
# Throwaway browser + page for one job:
{:ok, title} =
  CDPEx.with_page([], fn page ->
    {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
    CDPEx.Page.evaluate(page, "document.title")
  end)
Explicit lifecycle
{:ok, browser} = CDPEx.launch(headless: true)
{:ok, page}    = CDPEx.new_page(browser)

{:ok, _page} = CDPEx.Page.navigate(page, "https://example.com")
:ok          = CDPEx.Page.wait_for_selector(page, "h1")
{:ok, html}  = CDPEx.Page.html(page)
{:ok, "Example Domain"} = CDPEx.Page.evaluate(page, "document.querySelector('h1').textContent")
{:ok, _png}  = CDPEx.Page.screenshot(page, path: "example.png")

:ok = CDPEx.close_page(browser, page)
:ok = CDPEx.stop(browser)
Connecting to an existing Chrome
Drive a Chrome that CDPEx didn't launch — one you started yourself, a sidecar
container, or a cloud browser provider — with connect/2:
# An http(s):// base URL is discovered via GET /json/version:
{:ok, browser} = CDPEx.connect("http://localhost:9222")
# …or pass the browser WebSocket URL directly (ws:// or, for a TLS endpoint, wss://):
{:ok, browser} = CDPEx.connect("wss://chrome.example.com/cdp?token=…")

{:ok, page} = CDPEx.new_page(browser, transport: :session)
{:ok, _}    = CDPEx.Page.navigate(page, "https://example.com")

# stop/1 closes the pages YOU opened and disconnects — it never kills that Chrome.
:ok = CDPEx.stop(browser)
A connected browser uses :session transport (many pages over the one socket);
:dedicated over a connection isn't supported yet. wss:// is verified against
the OS trust store — pass :cacertfile for a private CA, or insecure: true to
skip verification. Raise :discovery_timeout (default 5_000 ms) for a slow
remote /json/version. with_page([connect: "http://localhost:9222"], fun) is the
one-shot form.
http(s):// discovery is IP/localhost only. Chrome's DevTools HTTP endpoint
returns 403 for a non-IP/non-localhost Host (DNS-rebinding protection), so
for a named remote/sidecar/cloud Chrome pass the ws(s):// browser URL
directly rather than the http(s):// discovery form.

Under your supervision tree
Because terminate/2 reaps Chrome, supervise the browser with a :shutdown
timeout (not :brutal_kill):
children = [
  {CDPEx.Browser, name: MyBrowser, headless: true}
]
Supervisor.start_link(children, strategy: :one_for_one)
Pooling
Reuse warm browsers instead of paying a cold launch per job with CDPEx.Pool:
children = [
  {CDPEx.Pool, name: MyPool, size: 4, launch_opts: [headless: true]}
]
Supervisor.start_link(children, strategy: :one_for_one)

# Borrow a warm browser for one fetch (a pooled drop-in for with_page/3):
CDPEx.Pool.with_page(MyPool, fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)
Browsers launch lazily up to :size and are reused; checkout/2 blocks (up to
:checkout_timeout) when all are busy. Launches are asynchronous, so the pool
stays responsive during a cold start and warms multiple browsers concurrently
under load. A caller that crashes returns its browser automatically, and a
crashed browser is relaunched on demand.
Page operations
	Function	Description
	navigate/3	Go to a URL, waiting for networkAlmostIdle (configurable)
	wait_for_selector/3	Poll until a CSS selector matches
	wait_for_response/3	Block until a network response URL matches (fn / Regex / substring)
	wait_for_network_idle/2	Block until the network settles (Puppeteer "networkidle")
	evaluate/3	Run JS and return the value (returnByValue)
	click/3	Real trusted click on the first match (synthetic via trusted: false)
	type/4	Focus an element and enter text (Input.insertText)
	press/4	Press a named key — Enter, Tab, arrows, … — with real key events
	html/2	Full serialized DOM (document.documentElement.outerHTML)
	screenshot/2	PNG bytes, or write to :path
	pdf/2	Render the page to PDF bytes, or write to :path
	set_user_agent/3	Override the UA string, with optional Client-Hints metadata + Accept-Language
	observe_network/2	Stream Network request/response events to the caller
	response_body/3	Fetch a response body by requestId (Network.getResponseBody)
	enable_request_interception/2	Pause matching requests for the caller to resolve
	continue_request/3 / fulfill_request/3 / fail_request/3	Resolve a paused request (proceed / synthetic response / fail)
	authenticate/4	Answer a proxy / HTTP Basic auth challenge (call before navigate/3)

Full API: hexdocs.pm/cdp_ex.
Recipes
End-to-end patterns for the event-driven features. Each CDPEx.Page function is
documented in full on hexdocs.
Block or rewrite requests (interception)
Interception is event-driven: the process that enables it receives one
Fetch.requestPaused event per request and must resolve every one — with
continue_request/3, fulfill_request/3, or fail_request/3. Drive it from a single
long-lived process (an unresolved request stalls the page).
defmodule ImageBlocker do
  # Drops image requests; lets everything else through.
  def run(page) do
    :ok = CDPEx.Page.enable_request_interception(page)
    loop(page)
  end

  defp loop(page) do
    receive do
      {:cdp_event, _conn, "Fetch.requestPaused", %{"requestId" => id, "request" => request}, _sid} ->
        if String.ends_with?(request["url"], [".png", ".jpg", ".webp"]) do
          CDPEx.Page.fail_request(page, id, reason: :blocked_by_client)
        else
          CDPEx.Page.continue_request(page, id)
        end

        loop(page)
    after
      1_000 -> :ok
    end
  end
end
Grab an API response triggered by a click (SPA)
Arm the waiter before the action that fires the request. The matcher is a substring,
a Regex, or a (url -> boolean) function.
CDPEx.with_page([], fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com/app")

  waiter = Task.async(fn -> CDPEx.Page.wait_for_response(page, ~r{/api/items}) end)
  :ok = CDPEx.Page.click(page, "#load-more")

  {:ok, %{"requestId" => id, "response" => %{"status" => 200}}} = Task.await(waiter)
  CDPEx.Page.response_body(page, id)
end)
When you just need the page to settle after hydration (no specific response to match),
use wait_for_network_idle/2 instead.
Detect a 403 wall / 404 / login redirect
navigate/3 returns {:ok, page} even for a 403 or a redirect-to-login. Pass
response: true to also get the main document's HTTP status and final (post-redirect)
URL:
case CDPEx.Page.navigate(page, url, response: true) do
  {:ok, _page, %{status: 200, url: final_url}} -> {:landed, final_url}
  {:ok, _page, %{status: status}}              -> {:blocked, status}
  {:error, reason}                             -> {:error, reason}
end
Authenticated proxy
Pass :proxy — CDPEx sets --proxy-server and answers the proxy's auth challenge on
each page automatically, so you just navigate:
{:ok, browser} = CDPEx.launch(proxy: "http://user:pass@proxy.example.com:8080")
# keyword form avoids percent-encoding a special-char password:
# CDPEx.launch(proxy: [server: "proxy.example.com:8080", username: "u", password: "p@ss"])

CDPEx.with_page(browser, fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)
For a one-off HTTP Basic challenge on an origin (not a proxy), arm it per page with
authenticate/4 before navigating:
CDPEx.Page.authenticate(page, "user", "pass", source: :server).
Error handling
Operations return {:error, reason} on failure. Rather than hard-code the reason
shapes, classify them to drive retries:
case CDPEx.Page.navigate(page, url) do
  {:ok, page} ->
    {:ok, page}

  {:error, reason} ->
    if CDPEx.transient?(reason), do: retry(), else: {:error, reason}
end
CDPEx.classify_error/1 buckets a reason as :transient (connection dropped or
couldn't be established, timeout, Chrome died or was slow to start, an internal helper
crashed, or a connection-layer net::ERR_* navigation error, so a fresh attempt may
succeed), :terminal (selector miss, JS exception, usage/validation error, which a
retry won't fix), or :unknown (payload-dependent, e.g. an ambiguous net::ERR_*
navigation error or a CDP error code; you decide). The library tracks the error surface, so the
transient/terminal decision lives in one place instead of drifting across callers.
The reason shapes are documented as
t:CDPEx.error_reason/0.
Retries are yours to bound: cap attempts, back off, and on a :transient result
re-establish the resource (open a fresh page/browser) rather than reusing a dead
handle — a dead page keeps returning :noproc.
Telemetry
CDPEx emits :telemetry events and attaches no
handlers; attach your own to record them (emitting with nothing attached is a no-op).
Events: [:cdp_ex, :launch, …], [:cdp_ex, :connect, …], and
[:cdp_ex, :navigate, …] spans, [:cdp_ex, :page, :start | :stop], and
[:cdp_ex, :error]. See
CDPEx.Telemetry for the full
taxonomy (measurements + metadata).
:telemetry.attach(
  "cdp-nav",
  [:cdp_ex, :navigate, :stop],
  fn _event, %{duration: d}, %{url: url, status: status}, _config ->
    ms = System.convert_time_unit(d, :native, :millisecond)
    IO.puts("#{url} -> #{inspect(status)} in #{ms}ms")
  end,
  nil
)
status (and the post-redirect final_url) are nil unless the navigation used
response: true — see CDPEx.Page.navigate/3.
Development
mix deps.get
mix test                         # unit tests (no Chrome needed)
mix test --include integration   # real-Chrome tests (set CDP_EX_CHROME_BINARY)
mix ci                           # format, credo, dialyzer, unit tests

Integration tests are tagged :integration and excluded by default; they launch a
real Chrome and drive it against a local fixture HTTP server.
Acknowledgements
Built on mint_web_socket. Inspired by
the production CDP work in ChromicPDF and
by Puppeteer's protocol layer.
License
MIT. See LICENSE.


  

    Changelog

All notable changes to this project are documented here. The format is based on
Keep a Changelog, and this project adheres
to Semantic Versioning.
Unreleased
0.9.0 - 2026-06-14
Breaking
	CDPEx.Page.click/3 now dispatches a trusted Input mouse event by default
(real event.isTrusted, hit-tested at the element's center after scroll-into-view)
instead of a synthetic el.click(). Pass trusted: false for the old synthetic
behavior. A trusted click can newly fail with {:error, {:not_clickable, css}}
for an element with no usable box (zero-size / off-screen even after scroll) (#72).
	CDPEx.Protocol.parse_ws_url/1 now returns a 4-tuple {scheme, host, port, target}
(was {host, port, path}) and accepts wss:// again (reversing the 0.8.0
rejection), enabling TLS DevTools endpoints / cloud browser providers behind
connect/2. The added leading scheme element is a breaking change for any caller
destructuring the old 3-tuple — update {host, port, path} = parse_ws_url(url) to
{_scheme, host, port, target} = parse_ws_url(url). The fourth element is now the
WebSocket request target (path plus any ?query), so a token-bearing cloud
endpoint (wss://host/cdp?token=…) keeps its query through the upgrade (#73).

Added
	CDPEx.connect/2 — drive an already-running Chrome instead of launching one.
Accepts a ws:///wss:// browser URL or an http:///https:// base URL
(discovered via GET /json/version). Returns the same handle as launch/1;
stop/1 closes only the pages cdp_ex opened and never reaps the remote Chrome.
Pages default to :session transport (:dedicated over a connected browser is
not yet supported — returns {:error, {:unsupported_transport, :dedicated}}).
wss:// is verified against the OS trust store (:public_key.cacerts_get()),
with :insecure / :cacertfile / :cacerts escape hatches; :discovery_timeout
bounds a slow remote /json/version. A failed endpoint
discovery returns {:error, {:connect_discovery_failed, reason}} (classified
:unknown). Combining :proxy with :connect is rejected with
{:error, {:unsupported_with_connect, :proxy}} (a --proxy-server flag can't
apply to a Chrome cdp_ex didn't launch). with_page([connect: endpoint], fun) is
the one-shot form (#73).
	CDPEx.Page.type/4 — focus an element and enter text via Input.insertText (#72).
	CDPEx.Page.press/4 — press a named key (Enter, Tab, Escape, Backspace,
Delete, the arrows, Home, End) with real keyDown/keyUp events; a nil
selector targets the currently-focused element. An unsupported key returns
{:error, {:unknown_key, key}} (#72).

Fixed
	The page WebSocket URL now brackets an IPv6 host (ws://[::1]:9222/…) instead
of producing a malformed ws://::1:9222/…, so a :dedicated page can be opened
against a Chrome bound to an IPv6 address (#73).
	CDPEx.Page.observe_network/2 now scopes its subscription to the page's
session, so on a :session-transport connection a caller receives only that
page's Network events instead of every session's on the shared socket.
wait_for_network_idle/2 — which already filtered other sessions out in its
own receive loop — is now scoped at the source too, so it no longer receives
siblings' events at all. CDPEx.Connection.subscribe/4 gains a session_id:
option (default nil = all sessions, the prior behaviour) (#27).

0.8.0 - 2026-06-14
Breaking
	CDPEx.Page.evaluate/3 (and call_function/3, which delegates to it) now
return {:error, {:unserializable_value, uv}} for a result Chrome can only
express as an unserializableValue (NaN / Infinity / -0 / BigInt),
carrying the raw string. These previously fell through to
{:error, {:unexpected_evaluate, _}} — which now means only an unrecognized
result envelope. Update any matcher; the new reason classifies as :terminal.
This lets callers tell a recoverable unserializable value from a malformed
result (#75).

Changed
	CDPEx.Protocol.parse_ws_url/1 now rejects wss:// (and any non-ws://
scheme) with an ArgumentError. CDPEx launches a local Chrome and speaks
plaintext ws:// to its DevToolsActivePort, and there is no public
connect-to-remote API, so the connect path was always plaintext — accepting
wss:// only to fail at connect was a latent contract mismatch. Connecting to
a remote/TLS DevTools endpoint is tracked in #73.
	CDPEx.Page.click/3 doc now states it dispatches a synthetic DOM .click()
(not a trusted OS-level input event); real Input-domain dispatch is tracked
in #72.
	CDPEx.Page.evaluate/3 / CDPEx.Protocol.evaluate_result/1 docs now describe
the real returnByValue outcomes (verified against live Chrome): a DOM node or
function serializes lossily to {:ok, %{}}; an unserializable number (NaN /
Infinity / -0 / BigInt) surfaces as {:error, {:unserializable_value, _}}
(see Breaking, above); a value Chrome can't serialize (window, a circular
object, a Symbol) fails the call as {:error, {:cdp_error, "Runtime.evaluate", _}}.
Covered by unit, doctest, and integration tests.

0.7.0 - 2026-06-06
Added
	CDPEx.launch/1 (and with_page/3, CDPEx.Pool) accept a :proxy option — a URL ("http://user:pass@host:8080") or keyword list ([server:, scheme:, username:, password:]). It sets Chrome's --proxy-server and, for an authenticated proxy, automatically answers the auth challenge on each :dedicated page, so callers just new_page + navigate (no manual authenticate/4). A credentialed proxy requires :dedicated transport (:session returns {:error, {:unsupported_transport, :session}}) and can't combine with enable_request_interception/2 on the same page (both drive Fetch); a malformed value — or combining :proxy with a full :args override (which would discard the injected --proxy-server) — fails the launch with {:error, {:invalid_proxy, _}}. Parsing lives in the new CDPEx.Proxy module (#62).
	CDPEx.Page.set_user_agent/3 accepts :user_agent_metadata (a CDP Emulation.UserAgentMetadata map) and :accept_language, passed through to Emulation.setUserAgentOverride. Overriding only the UA string leaves the UA Client Hints surface (navigator.userAgentData, the Sec-CH-UA* headers) at Chrome's defaults — a visible navigator.userAgent ↔ Client-Hints mismatch; :user_agent_metadata keeps them consistent (#34).

0.6.0 - 2026-06-04
Added
	CDPEx.classify_error/1 and CDPEx.transient?/1 — classify any {:error, reason} CDPEx returns as :transient (a fresh attempt may succeed — connection dropped or couldn't be established, timeout, Chrome died or was slow to start, an internal helper crashed, or a connection-layer net::ERR_* navigation failure such as ERR_CONNECTION_REFUSED / ERR_TIMED_OUT), :terminal (deterministic — selector miss, JS exception, usage/validation error, missing Chrome binary), or :unknown (payload- or timing-dependent — an ambiguous net::ERR_* navigation error such as DNS / blocked / aborted, a CDP error code, or a no-document navigation — you decide). The library owns the transient/terminal decision and tracks the error surface as it evolves, so retry logic isn't reimplemented (and re-drifted) in every caller. The return type is the named CDPEx.error_classification/0. See the "Error handling" section of the CDPEx docs (#56). Consumer note: transient?/1 treats :unknown as not transient (conservative); retries remain the caller's responsibility (bound attempts, back off, and re-establish the resource — don't retry a dead handle).
	CDPEx.error_reason/0 reconciled with what the public ops actually return: added {:capture_failed, _} / {:idle_wait_failed, _} (helper crashes from navigate/3 response: true and wait_for_network_idle/2, returned since 0.5.0) and {:ws_connect, _} / {:ws_upgrade, _} (browser-socket connect/upgrade failures from launch/1 and new_page/2) — all previously missing from the aggregate type. No runtime change. A compile-time coverage test now fails if any error_reason/0 member lacks a classify_error/1 exemplar, so a documented member can't be added to the type without being classified (the reverse direction — an error the code produces but never adds to the type — stays a review responsibility) (#56).

0.5.0 - 2026-06-04
Changed
	CDPEx.Pool now launches browsers asynchronously. A cold Chrome start used to run synchronously inside the pool process, blocking every other checkout, checkin, and timeout for its duration (a few seconds), so a short :checkout_timeout was unreliable while the pool grew to :size. Each launch now runs in its own task: the pool stays responsive during warmup, launches for simultaneous waiters run concurrently, and :checkout_timeout is honored even mid-launch. Behavior is otherwise unchanged — count + in-flight launches never exceeds :size, a launch failure surfaces to the caller, and a launched browser is adopted (re-linked) by the pool so its crash handling and terminate reaping are preserved (#22).

Fixed
	CDPEx.Page.navigate/3 with response: true no longer disturbs a same-process observe_network/2 subscription. The document-response capture now runs in a short-lived, isolated helper process with its own Network.responseReceived subscription and mailbox, so a caller that is also observing the network on the same page keeps its subscription and its buffered events intact (previously the navigation unsubscribed the caller and drained those events). Cross-process observation was already unaffected (#42).
	CDPEx.Page.wait_for_network_idle/2 no longer disturbs a same-process observe_network/2 subscription — the same fix as #42 applied to the idle wait. The in-flight tracking now runs in an isolated helper process, so a caller observing the network on the same page keeps its subscription and buffered events intact (previously the idle wait tore down the overlapping request-lifecycle subscriptions and drained those events). An abnormal crash of the internal helper surfaces as {:error, {:idle_wait_failed, reason}} (#48).
	CDPEx.Page.authenticate/4 no longer leaves a page stuck on {:error, :already_authenticated} when its caller times out. If the 15s call deadline elapses during a slow arm (severe scheduler starvation), the caller used to depart while the page stayed armed with no way to recover but closing it. The CDPEx.Browser now monitors the authenticating caller and, on its departure, cancels the orphaned Fetch handler — which disables Fetch (releasing any paused request) and stops, clearing the page's auth entry so it can be authenticated again (#40).
	CDPEx.Page.navigate/3 and wait_for_navigation/2 now treat :timeout as a true overall ceiling. Previously the lazy Network.enable and the event subscription each drew from a fresh budget on top of the navigation wait, so a slow connection could block well past :timeout (worst case ~2×). One absolute deadline now spans enable + subscribe + navigate + the readiness/capture wait — matching wait_for_response/3 and wait_for_network_idle/2. CDPEx.Connection.subscribe/3 gained an optional timeout so the subscription can be folded into that deadline, and the internal capture/idle helper enforces the deadline with a force-kill backstop (#49).

0.4.0 - 2026-06-04
Added
	CDPEx.Page.navigate/3 accepts response: true to return {:ok, page, %{status, url}} — the main document's HTTP status and final (post-redirect) URL, correlated to the navigation by its loaderId. Lets callers detect a 403 wall / 404 / login-redirect instead of treating every navigation as success. Lazily enables the Network domain; returns {:error, {:no_document_response, url}} when no document response arrives (#31).
	CDPEx.Page.wait_for_response/3 blocks until a network response whose URL matches a function / Regex / substring arrives, returning the Network.responseReceived params (HTTP status + requestId for a follow-up response_body/3) — for an XHR/fetch kicked off by a click/3 (#32).
	CDPEx.Page.wait_for_network_idle/2 blocks until the network is idle (≤ :max_inflight in-flight requests for :idle_time ms continuously) — the Puppeteer "networkidle" primitive for waiting out SPA hydration (#32).
	:telemetry instrumentation — CDPEx emits launch + navigate spans, page open/close events, and error events (Chrome exit, browser-connection down, WebSocket close). Silent by default (no handlers attached); see CDPEx.Telemetry for the event taxonomy. Adds a {:telemetry, "~> 1.2"} dependency (#33).

Breaking
	CDPEx.Connection.await_event/4 now returns {:ok, params} (the matched event's params) on a match, instead of a bare :ok (#32).
	Request interception ↔ authenticate/4 mutual exclusion is now enforced (it previously failed silently — returning a misleading :ok while breaking the page, since both drive the Fetch domain). On the same page: enable_request_interception/2 returns {:error, {:conflict, :authenticated}} when the page is authenticated, authenticate/4 returns {:error, {:conflict, :intercepting}} when it's intercepting, and re-enabling interception returns {:error, :already_intercepting} (was :ok). Interception also now rejects a :session-transport page with {:error, {:unsupported_transport, :session}}, matching authenticate/4. Update any caller that only matched :ok on these paths (#30).

Fixed
	CDPEx.Page request interception no longer bricks the page when its owner dies: CDPEx.Browser now monitors the process that called enable_request_interception/2 and auto-Fetch.disables the page (off the Browser process, so a hung connection can't stall other pages) if that process exits without disabling — a crashed or forgetful caller can't leave every request paused with no resolver (#30).
	CDPEx.Page.authenticate/4 no longer blocks the CDPEx.Browser GenServer for the duration of Fetch.enable: the per-page Fetch handler now arms asynchronously and signals readiness, so the browser keeps serving other pages while a page authenticates. authenticate/4 still returns only once interception is armed, preserving the "armed before navigate/3" guarantee (#36).
	Compiles cleanly on Elixir 1.20 under --warnings-as-errors (dropped an unused require; pinned bitstring sizes in the test WebSocket parser). CI now covers Elixir 1.15 / 1.19 / 1.20.

0.3.0 - 2026-06-03
Added
	CDPEx.Pool — a fixed-size pool of reusable browsers (checkout/2, checkin/2, with_browser/3, with_page/3) that keeps Chrome warm so a per-job fetch avoids a cold launch. Lazy launch up to :size, blocking checkout with timeout, automatic reclaim of a crashed caller's browser, and on-demand relaunch of a crashed one.
	CDPEx.Page.observe_network/2, stop_observing_network/2, and response_body/3 — observe a page's network traffic (subscribe the caller to Network.requestWillBeSent / responseReceived events) and fetch a response body by requestId. Builds on the existing event-subscription machinery and the lazy Network.enable.
	CDPEx.Page.authenticate/4 — answer proxy (--proxy-server) or HTTP Basic auth challenges with credentials, so authenticated proxies and Basic-auth-gated origins work. Backed by a per-page CDPEx.Fetch handler that enables the Fetch domain, auto-continues paused requests, and answers authRequired (with a :source filter and a bad-credentials loop guard). Supported on :dedicated pages only — a :session page returns {:error, {:unsupported_transport, :session}} (its handler would outlive the shared connection); an unknown :source returns {:error, {:invalid_source, value}}. Authenticating a page from another browser (or an already-closed one) returns {:error, :unknown_page}, and re-arming an already-authenticated page returns {:error, :already_authenticated}.
	CDPEx.Page request interception — enable_request_interception/2 / disable_request_interception/2 pause matching requests (delivering Fetch.requestPaused to the calling process), each resolved with continue_request/3 (optionally rewriting url/method/headers/post-data), fulfill_request/3 (a synthetic response), or fail_request/3 (an error reason; unknown reasons return {:error, {:invalid_error_reason, value}}). Event-driven like observe_network/2; mutually exclusive with authenticate/4 per page (both drive the Fetch domain).
	CDPEx.error_reason/0 — a documented (best-effort) type of the {:error, reason} shapes CDPEx returns, so consumers know which tagged kinds to match. Not closed/exhaustive — kinds like {:cdp_error, method, payload} wrap open data.

Breaking
	Error-reason shapes normalized toward tagged tuples (#20). A reason shape is a public contract — a matcher on the old bare atom silently falls through its catch-all with no compile/Dialyzer warning, so update any matchers:	CDPEx.Connection.await_event/4 timeout: {:error, :timeout} → {:error, {:timeout, :await_event}}, sharing the {:timeout, _} shape with call/5's {:timeout, method}.
	A malformed DevToolsActivePort at launch: {:error, :devtools_file_malformed} → {:error, {:devtools_file_malformed, excerpt}}, carrying the file's contents excerpt like its sibling {:debug_url_not_found, _}.
	Base64 validation failures now carry the offending data: CDPEx.Page.response_body/3 returns {:error, {:invalid_response_body, excerpt}} (was :invalid_response_body), CDPEx.Page.pdf/2 returns {:error, {:invalid_pdf_data, excerpt}} (was :invalid_pdf_data), and CDPEx.Page.screenshot/2 returns {:error, {:invalid_screenshot_data, excerpt}} (was :invalid_screenshot_data) when Chrome sends a body / PDF / screenshot that isn't decodable base64.
	Unchanged (still bare, intentional): :noproc; the high-level "didn't happen in time" :timeout from CDPEx.Page wait_for_* and CDPEx.Pool.checkout/2; and the control-flow outcomes :unknown_page / :already_authenticated — self-describing states with no payload to carry.



Changed
	CDPEx.Page.navigate/3 and wait_for_navigation/2 raise ArgumentError on an unknown :wait_until value instead of silently treating it as :network_almost_idle.

Fixed
	CDPEx.Page.wait_for_navigation/2 now waits via the same lifecycle machinery as navigate/3 (subscribe-before-wait, scoped to the page's session and the Page.lifecycleEvent method) rather than a generic event matcher — so it can no longer be falsely resolved by another event method whose params happen to carry a matching "name".

0.2.2 - 2026-06-02
Added
	Documented :launch_timeout as a ceiling (not a fixed wait) on CDPEx.launch/1 and CDPEx.with_page/3, plus a "Running in containers" README section (timeout tuning, the fresh-profile cold-start cost, /dev/shm sizing, --remote-allow-origins).

Changed
	Chrome readiness is now polled: CDPEx.Chrome checks the DevToolsActivePort file throughout the wait (not only at the deadline), so launch returns as soon as Chrome is reachable and :launch_timeout acts as a ceiling rather than a fixed cost — robust to Chrome builds that don't print the DevTools listening on ws://… stderr line.
	A launch that never exposes the DevTools endpoint now returns {:error, {:debug_url_not_found, stderr_excerpt}} (was the bare atom :debug_url_not_found), carrying Chrome's captured stderr so the failure is self-diagnosing. Migration: code matching the bare :debug_url_not_found atom (e.g. a retry classifier) must match {:debug_url_not_found, _} instead, or that error silently stops matching.
	CDPEx.with_page/3, given launch options, now contains a throwaway-browser crash: it returns {:error, reason} instead of letting the browser's linked exit propagate to and kill the caller. It briefly traps exits in the calling process for the duration of the call (see the with_page/3 docs for the foreign-EXIT caveat and escape hatch).

Fixed
	CDPEx.Connection no longer ignores an owning-process exit that arrives during the WebSocket upgrade — it aborts the connect at once instead of lingering until the upgrade timeout.
	CDPEx.Connection now stops when a WebSocket pong write fails (mirroring a failed command write), rather than continuing on a dead socket until the next command notices.
	CDPEx.Page.navigate/3 prefers a just-arrived connection :DOWN over a best-effort readiness timeout when the two tie at the deadline, so a connection death surfaces as an error rather than a stale {:ok, page}.
	CDPEx.Browser no longer leaks Chrome if the browser connection drops in the window between connecting and its first subscribe — the init-time exit is caught and Chrome is reaped.
	CDPEx.Chrome launch-failure cleanup waits for the OS process to exit before removing the temp profile (matching stop/1), closing a kill/rm race.
	CDPEx.Connection.call/5 and await_event/4 return the documented timeout tuple instead of crashing the caller if the outer GenServer.call deadline fires first under scheduler starvation.
	CDPEx.Connection accumulates WebSocket upgrade headers across response chunks instead of replacing them (defensive; dormant for single-response 101 upgrades).

0.2.1 - 2026-06-02
Changed
	CDPEx.Browser sets shutdown: 10_000 in child_spec/1 so a supervisor gives terminate/2 enough time to reap Chrome.

Fixed
	CDPEx.Protocol.parse_ws_url/1 parses IPv6 hosts and raises a clear ArgumentError on a malformed URL (previously a MatchError).
	CDPEx.Connection no longer crashes when call/5 / await_event/4 is given a negative timeout (it fires immediately).
	CDPEx.Connection teardown fails in-flight callers with {:error, {:ws_closed, _}} instead of {:error, :noproc} on close/1.
	CDPEx.Page.navigate/3 subscribes to lifecycle events before issuing the navigate, so a fast readiness event (e.g. load on a cached/local page) can no longer be dropped — a register-after-navigate race.

0.2.0 - 2026-06-02
Added
	Opt-in sessionId multiplexing: CDPEx.new_page(browser, transport: :session) drives many pages over the one browser WebSocket (default :dedicated = one socket per page). CDPEx.Connection.call/5 and await_event/4 gain a :session_id option.
	CDPEx.Page.wait_for_navigation/2 — await a navigation lifecycle milestone without issuing a navigation (e.g. after a click that navigates).
	CDPEx.Page.wait_for_function/3 — poll a JavaScript expression until it is truthy.
	CDPEx.Page.text/3, attribute/4, visible?/3 — element text / attribute / visibility helpers.
	CDPEx.Page.cookies/2, set_cookies/3, clear_cookies/2 — cookie get / set / clear (lazily enables the Network domain).
	CDPEx.Page.set_extra_headers/3, set_user_agent/3 — extra HTTP headers and User-Agent override.
	CDPEx.Page.set_viewport/4 — viewport / device-metrics emulation.
	CDPEx.Page.pdf/2 — render the page to PDF (Page.printToPDF); returns bytes or writes to :path.
	CDPEx.Page.call_function/4 — call a JS function with JSON-serialized arguments.

Changed
	A clean browser-connection close (its socket dropping, e.g. Chrome exiting) now stops CDPEx.Browser with a :shutdown reason rather than a crash reason — no spurious error report on expected teardown. Abnormal connection failures still surface loudly.

Fixed
	CDPEx.Connection.call/5 and await_event/4 no longer crash the connection when given an :infinity timeout (which is valid per the timeout() spec).
	CDPEx.Connection now stops when its owning process exits, closing the socket even if the owner skipped its own teardown (e.g. a :brutal_kill).

0.1.0 - 2026-06-01
Added
	Initial OTP-native Chrome DevTools Protocol client.
	CDPEx.launch/1 and CDPEx.stop/1 — supervised headless Chrome lifecycle.
	CDPEx.new_page/2, CDPEx.close_page/2, CDPEx.with_page/3.
	CDPEx.Page: navigate/3, wait_for_selector/3, evaluate/3, click/3,
html/2, screenshot/2.



  

    LICENSE


MIT License

Copyright (c) 2026 Patrick Olsen

Permission is hereby granted, free of charge, to any person obtaining a copy
of this software and associated documentation files (the "Software"), to deal
in the Software without restriction, including without limitation the rights
to use, copy, modify, merge, publish, distribute, sublicense, and/or sell
copies of the Software, and to permit persons to whom the Software is
furnished to do so, subject to the following conditions:

The above copyright notice and this permission notice shall be included in all
copies or substantial portions of the Software.

THE SOFTWARE IS PROVIDED "AS IS", WITHOUT WARRANTY OF ANY KIND, EXPRESS OR
IMPLIED, INCLUDING BUT NOT LIMITED TO THE WARRANTIES OF MERCHANTABILITY,
FITNESS FOR A PARTICULAR PURPOSE AND NONINFRINGEMENT. IN NO EVENT SHALL THE
AUTHORS OR COPYRIGHT HOLDERS BE LIABLE FOR ANY CLAIM, DAMAGES OR OTHER
LIABILITY, WHETHER IN AN ACTION OF CONTRACT, TORT OR OTHERWISE, ARISING FROM,
OUT OF OR IN CONNECTION WITH THE SOFTWARE OR THE USE OR OTHER DEALINGS IN THE
SOFTWARE.
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OTP-native Chrome DevTools Protocol (CDP) browser automation for Elixir.
CDPEx launches a headless Chrome process and drives it directly over the
Chrome DevTools Protocol on a Mint.WebSocket connection — no ChromeDriver
and no Node.js. Browsers and their WebSocket connections are supervised
processes, so a Chrome crash surfaces to callers as {:error, reason} rather
than a hung session.
This module is the high-level facade. See CDPEx.Page for page operations.
Example
{:ok, browser} = CDPEx.launch()
{:ok, page} = CDPEx.new_page(browser)
{:ok, _page} = CDPEx.Page.navigate(page, "https://example.com")
{:ok, html} = CDPEx.Page.html(page)
:ok = CDPEx.stop(browser)
Or, resource-safe, with with_page/3:
CDPEx.with_page([], fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)
Observability is via :telemetry — see CDPEx.Telemetry for the event taxonomy
(launch / navigate spans, page open/close, and error events). Silent by default.
Error handling
Every operation returns {:error, reason} on failure; error_reason/0 documents
the reason shapes. To drive retries without hard-coding that list, classify the
reason instead of matching it:
case CDPEx.Page.navigate(page, url) do
  {:ok, page} ->
    {:ok, page}
  {:error, reason} ->
    if CDPEx.transient?(reason), do: retry(), else: {:error, reason}
end
classify_error/1 buckets a reason as :transient (a fresh attempt may succeed),
:terminal (it won't), or :unknown (payload-dependent — you decide). It tracks
the error surface as the library evolves, so the transient/terminal decision stays
in one place rather than being reimplemented (and re-drifting) downstream. Retries
stay yours to bound: cap attempts, back off, and on :transient re-establish the
resource (a fresh page/browser) rather than reusing a dead handle.
Status
Pages default to one WebSocket each (strong crash isolation); opt into
sessionId multiplexing (many pages over the one browser socket) with
new_page(browser, transport: :session), trading isolation for fewer sockets.
Stealth / anti-fingerprinting presets remain out of scope.
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        error_classification()

      


        The result of classify_error/1.



    


    
      
        error_reason()

      


        The reason shapes that appear in {:error, reason} across CDPEx.



    





  
    Functions
  


    
      
        classify_error(arg1)

      


        Classifies an error reason as :transient, :terminal, or :unknown.



    


    
      
        close_page(browser, page)

      


        Closes a page opened with new_page/2.



    


    
      
        connect(endpoint, opts \\ [])

      


        Connects to an already-running Chrome instead of launching one.



    


    
      
        launch(opts \\ [])

      


        Launches a headless Chrome browser and returns its process pid.



    


    
      
        new_page(browser, opts \\ [])

      


        Opens a new page. See CDPEx.Browser.new_page/2 for options.



    


    
      
        stop(browser)

      


        Stops a browser started with launch/1 (kills Chrome) or connect/2 (closes the pages it opened, leaves Chrome running).



    


    
      
        transient?(reason)

      


        Convenience over classify_error/1: true only when the error is :transient.



    


    
      
        with_page(browser_or_opts, fun, opts \\ [])

      


        Runs fun with a fresh page, guaranteeing the page (and, when given launch
options, the browser) is cleaned up afterwards — even if fun raises.
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          @type error_classification() :: :transient | :terminal | :unknown


      


The result of classify_error/1.
Intentionally open: match :transient (or :terminal) explicitly and fall through
with a catch-all rather than enumerating all three atoms, so a future bucket can be
added without breaking exhaustive matches.

  



  
    
      
    
    
      error_reason()



        
          
        

    

  


  

      

          @type error_reason() ::
  CDPEx.Connection.call_error()
  | CDPEx.Chrome.launch_error()
  | {:ws_connect, term()}
  | {:ws_upgrade, term()}
  | :timeout
  | :unknown_page
  | :already_authenticated
  | :already_intercepting
  | {:timeout, :await_event}
  | {:conflict, :authenticated | :intercepting}
  | {:navigate, String.t()}
  | {:no_document_response, String.t()}
  | {:connect_discovery_failed, term()}
  | {:capture_failed, term()}
  | {:idle_wait_failed, term()}
  | {:selector_not_found, String.t()}
  | {:not_clickable, String.t()}
  | {:unknown_key, String.t()}
  | {:evaluate_exception, term()}
  | {:unserializable_value, String.t()}
  | {:unexpected_evaluate, term()}
  | {:invalid_args, term()}
  | {:invalid_source, term()}
  | {:invalid_error_reason, term()}
  | {:invalid_transport, term()}
  | {:invalid_proxy, term()}
  | {:unsupported_transport, term()}
  | {:unsupported_with_connect, term()}
  | {:invalid_response_body, String.t()}
  | {:invalid_pdf_data, String.t()}
  | {:invalid_screenshot_data, String.t()}
  | {:write_failed, term()}


      


The reason shapes that appear in {:error, reason} across CDPEx.
Error reasons are part of the public contract — pattern-match the tagged kinds
({:cdp_error, …}, {:timeout, …}, {:ws_closed, …}, …); their payloads (a CDP
method, an exit status, a stderr/contents excerpt) are open and may gain detail.
The only bare, context-free reasons are :noproc, the high-level :timeout,
:unknown_page, :already_authenticated, and :already_intercepting —
self-describing control-flow outcomes with no payload to carry, the way GenServer
uses :noproc. Validation failures that do have offending data to surface are
tagged instead ({:invalid_response_body, excerpt}, {:invalid_pdf_data, excerpt},
{:invalid_screenshot_data, excerpt}).
To act on a failure without hard-coding this list, use classify_error/1 — it
buckets any reason as :transient / :terminal / :unknown and tracks this union,
so retry logic isn't reimplemented (and re-drifted) downstream.
Two sub-unions are machine-checked: CDPEx.Connection.call_error/0 and
CDPEx.Chrome.launch_error/0 are precisely specced on call/5 / launch/1, so
Dialyzer catches a shape change in those at the source. The remaining members —
the page-level tagged kinds and bare atoms — are hand-maintained (kinds such as
{:cdp_error, method, payload} also wrap arbitrary CDP data), kept honest by a
compile-time coverage test that fails if any member here lacks a classify_error/1
test exemplar — so a member can't be added to this type without being classified.
That guard is one-directional (type → classified): the reverse — an error a producer
returns but never adds here — still relies on review, and such a stray reason would
fall through classify_error/1 to :unknown.
Two timeout shapes, by layer: the low-level CDPEx.Connection.call/5 and
await_event/4 return {:timeout, context} (a CDP method, or :await_event),
while the high-level CDPEx.Page wait_for_* functions and CDPEx.Pool.checkout/2
return a bare :timeout ("the awaited condition didn't happen in time").
A WebSocket frame that fails to decode is not a standalone reason: the connection
stops on the decode failure, so callers observe it nested, as
{:ws_closed, {:ws_decode, _}}.
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          @spec classify_error(term()) :: error_classification()


      


Classifies an error reason as :transient, :terminal, or :unknown.
reason is the value from any {:error, reason} this library returns (see
error_reason/0). The classification answers one question — might a fresh
attempt succeed? — so you drive retries from one place instead of reimplementing
the decision (and re-drifting it) in every caller:
case CDPEx.Page.navigate(page, url) do
  {:ok, page} ->
    {:ok, page}
  {:error, reason} ->
    case CDPEx.classify_error(reason) do
      :transient -> retry_with_fresh_page()
      _ -> {:error, reason}
    end
end
The buckets:
	:transient — environmental or timing failures: the connection dropped or
couldn't be established ({:ws_closed, _}, {:ws_connect, _}, {:ws_upgrade, _},
:noproc), a wait or call timed out (:timeout, {:timeout, _}), Chrome died
or was slow to start ({:chrome_exited, _, _}, {:debug_url_not_found, _},
{:devtools_file_malformed, _}), an internal capture/idle helper crashed
({:capture_failed, _}, {:idle_wait_failed, _}), or a navigation hit a
connection/network-layer net::ERR_* (e.g. {:navigate, "net::ERR_CONNECTION_REFUSED"}).
	:terminal — deterministic outcomes: a selector didn't match, JS threw, a
usage/validation error, or a missing Chrome binary. Retrying the same call
yields the same error. (:already_authenticated / :already_intercepting are
terminal for the ordinary double-call; the narrow post-timeout teardown race
authenticate/4 documents — where a retry can still succeed — is signalled by
the preceding {:timeout, _}, which is itself :transient.)
	:unknown — the outcome depends on a payload or timing this function does not
crack: an ambiguous navigation net::ERR_* (DNS ERR_NAME_NOT_RESOLVED,
ERR_ABORTED, ERR_BLOCKED_BY_* — unlike the connection-layer codes above), the
CDP error code ({:cdp_error, _, _}), the file-write posix reason
({:write_failed, _}), whether a {:no_document_response, _} was a
same-document hop or a slow miss, or a connect/2 endpoint-discovery failure
({:connect_discovery_failed, _} — a transient network blip and a permanently
bad endpoint are indistinguishable here). Also covers any term CDPEx doesn't
produce. Decide the retry policy yourself.

Retries are the caller's responsibility: bound the attempts and back off. A
:transient result means re-establish the resource — open a fresh page/browser
or call CDPEx.Pool.checkout/2 again — not retry the same handle (a dead page keeps
returning :noproc). Some :transient reasons are still a judgment call for your
environment — retrying a :timeout / net::ERR_TIMED_OUT multiplies wall-time and
browser memory, so a resource-constrained caller may reasonably treat timeouts as
terminal. The input is typed term() so the catch-all stays reachable;
routing through this instead of matching error_reason/0 directly trades Dialyzer
exhaustiveness for a stable, library-maintained dispatch point.
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          @spec close_page(pid(), CDPEx.Page.t()) :: :ok | {:error, :unknown_page}


      


Closes a page opened with new_page/2.
Returns {:error, :unknown_page} if page was not opened on browser.
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          @spec connect(
  String.t(),
  keyword()
) :: GenServer.on_start()


      


Connects to an already-running Chrome instead of launching one.
endpoint is either a ws:///wss:// browser WebSocket URL (used directly) or
an http:///https:// base URL (the browser socket is discovered via
GET /json/version, with the host/port taken from endpoint). Returns the same
handle as launch/1, so new_page/2, with_page/3, close_page/2, and
stop/1 all work — but stop/1 only closes the pages cdp_ex opened and drops
the socket; it never kills the remote Chrome or touches pre-existing tabs.
http(s) discovery is IP/localhost only
Chrome's DevTools HTTP endpoint rejects /json/version with 403 when the
Host header is a non-IP, non-localhost name (DNS-rebinding protection), so
the http(s):// discovery form works only for IP / localhost endpoints (a 403
surfaces as {:error, {:connect_discovery_failed, {:http_status, 403}}}). For a
named remote/sidecar/cloud host, pass the ws(s):// browser URL directly
(or launch that Chrome with a permissive --remote-allow-origins/host).
Pages default to :session transport; transport: :dedicated returns
{:error, {:unsupported_transport, :dedicated}} (not yet supported over a
connected browser).
Options: :insecure (skip wss:// cert verification, default false),
:cacertfile / :cacerts (custom CA for wss://), :discovery_timeout (ceiling
in ms for the whole http(s):// /json/version exchange — TCP connect, recv, and
body — default 5_000; raise it for a slow remote endpoint), :name (register the
process).
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          @spec launch(keyword()) :: GenServer.on_start()


      


Launches a headless Chrome browser and returns its process pid.
Accepts the launch options documented in CDPEx.Chrome (e.g. :headless,
:chrome_binary, :extra_args, :window_size, :launch_timeout). On slow
cold-start hosts (e.g. headless Chrome in a constrained container) raise
:launch_timeout — it is a ceiling, not a fixed wait. For long-lived use, prefer
putting CDPEx.Browser under your own supervisor with a :shutdown timeout.
Proxy
Pass :proxy to route the browser through a proxy — a URL or a keyword list:
CDPEx.launch(proxy: "http://user:pass@host:8080")
CDPEx.launch(proxy: [server: "host:8080", username: "u", password: "p"])
It sets Chrome's --proxy-server and, when credentials are given, automatically
answers the proxy auth challenge on each page — so you just new_page/2 and
CDPEx.Page.navigate/3, no manual CDPEx.Page.authenticate/4. See CDPEx.Proxy for
the accepted forms (the keyword form avoids percent-encoding special-character
passwords).
A credentialed proxy requires the default :dedicated transport: new_page(transport: :session) on such a browser returns {:error, {:unsupported_transport, :session}},
and an auto-armed page can't also use enable_request_interception/2 (both drive the
Fetch domain). A malformed :proxy — or combining it with a full :args override —
fails the launch with {:error, {:invalid_proxy, _}} (:proxy appends to :extra_args,
which an :args override discards, so the two are mutually exclusive; use one). Don't
set --proxy-server in :extra_args yourself when using :proxy.
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          @spec new_page(
  pid(),
  keyword()
) :: {:ok, CDPEx.Page.t()} | {:error, term()}


      


Opens a new page. See CDPEx.Browser.new_page/2 for options.
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          @spec stop(pid()) :: :ok


      


Stops a browser started with launch/1 (kills Chrome) or connect/2 (closes the pages it opened, leaves Chrome running).
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          @spec transient?(term()) :: boolean()


      


Convenience over classify_error/1: true only when the error is :transient.
Conservative by design — :unknown is not transient, so an unrecognized or
payload-dependent error won't be auto-retried. Match classify_error/1 directly
when you want to treat :unknown specially, and see its note on bounded,
resource-re-establishing retries — this classifies, it does not retry.
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          @spec with_page(pid() | keyword(), (CDPEx.Page.t() -> result), keyword()) ::
  result | {:error, term()}
when result: var


      


Runs fun with a fresh page, guaranteeing the page (and, when given launch
options, the browser) is cleaned up afterwards — even if fun raises.
Pass an existing browser pid to reuse it, or a keyword list of launch options
to spin up a throwaway browser for the duration of the call. A [connect: endpoint] list attaches to an already-running Chrome instead of launching one
(see connect/2); teardown then closes only the pages it opened and never reaps
that Chrome. Returns whatever fun returns, or {:error, reason} if the
page/browser could not be created.
With launch options, the throwaway browser is linked but contained: if it
crashes during the call (e.g. its connection drops) with_page returns
{:error, reason} instead of letting the crash propagate to the caller. To do
that it briefly traps exits in the calling process for the duration of the call.
Only the browser's own {:EXIT, _, _} is drained — a foreign process linked
to the caller that exits during this window has its exit delivered as a message
left in the caller's mailbox, so a caller that links other processes and relies
on un-trapped exit propagation should pass a pre-launched browser pid instead.
On slow cold-start hosts, raise :launch_timeout (a ceiling, not a fixed wait).
# against an existing browser
CDPEx.with_page(browser, fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)

# throwaway browser + page
CDPEx.with_page([headless: true], &CDPEx.Page.html/1)

# against an existing Chrome (discovered via /json/version)
CDPEx.with_page([connect: "http://localhost:9222"], &CDPEx.Page.html/1)

  


        

      


  

    
CDPEx.Browser 
    



      
A GenServer owning a headless Chrome OS process and its CDP connections.
CDPEx.Browser launches Chrome (via CDPEx.Chrome), opens a browser-level
CDPEx.Connection, and creates pages on demand. It is the lifecycle owner:
	It traps exits and links every connection, so a page connection crash
is isolated (the page is dropped; the browser and other pages survive),
while a browser-connection or Chrome death stops the browser cleanly.
	For a launched browser, terminate/2 always runs CDPEx.Chrome.stop/1
— the no-orphan guarantee. Because that relies on terminate/2, supervise a
launched browser with a :shutdown timeout, not :brutal_kill.

A browser started via CDPEx.connect/2 (connect-mode, chrome: nil) is the
exception: it never launched Chrome, so terminate/2 only closes the pages it
opened and never reaps the remote process — :brutal_kill is harmless there.
That target cleanup is best-effort: each Target.closeTarget is bounded by
the call timeout, and against a slow-but-alive remote with several open pages the
supervised shutdown budget can elapse before every tab is closed, leaving some
open on the remote Chrome (it never affects the local process, which holds no
Chrome to reap).
Most callers use the CDPEx facade rather than this module directly.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        close_page(browser, page)

      


        Closes a page opened with new_page/2.



    


    
      
        new_page(browser, opts \\ [])

      


        Opens a new page (tab) and returns a CDPEx.Page handle.



    


    
      
        start_link(opts \\ [])

      


        Starts a browser. See CDPEx.Chrome for launch options.



    


    
      
        stop(browser)

      


        Stops the browser, closing all pages.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CDPEx.Browser{
  auths: term(),
  browser_conn: term(),
  chrome: term(),
  connected: term(),
  host: term(),
  intercepts: term(),
  opts: term(),
  pages: term(),
  parent: term(),
  pending_auth: term(),
  port: term(),
  proxy_auth: term(),
  sessions: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      close_page(browser, page)



        
          
        

    

  


  

      

          @spec close_page(GenServer.server(), CDPEx.Page.t()) :: :ok | {:error, :unknown_page}


      


Closes a page opened with new_page/2.
Returns {:error, :unknown_page} if the page does not belong to this browser
(a handle from a different browser, or one that was already closed).

  



    

  
    
      
    
    
      new_page(browser, opts \\ [])



        
          
        

    

  


  

      

          @spec new_page(
  GenServer.server(),
  keyword()
) :: {:ok, CDPEx.Page.t()} | {:error, term()}


      


Opens a new page (tab) and returns a CDPEx.Page handle.
Options:
	:transport — :dedicated (one WebSocket per page, strong crash isolation)
or :session (multiplexed over the browser socket via a flattened CDP
session — fewer sockets, but all session pages share the browser
connection's fate: if it drops, they all go). A launched browser
defaults to :dedicated; a connected browser (CDPEx.connect/2)
defaults to :session and rejects :dedicated with
{:error, {:unsupported_transport, :dedicated}}. Any other value returns
{:error, {:invalid_transport, value}}.
	:prevent_alerts — inject no-op alert/confirm/prompt (default true)


  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a browser. See CDPEx.Chrome for launch options.
Pass :owner (a pid) to set the process whose death triggers the browser's cleanup,
overriding the default (the calling process). CDPEx.Pool uses this when adopting a
browser it launched in a short-lived task.

  



  
    
      
    
    
      stop(browser)



        
          
        

    

  


  

      

          @spec stop(GenServer.server()) :: :ok


      


Stops the browser, closing all pages.
A launched browser also kills its Chrome; a connected one (CDPEx.connect/2)
closes only the pages it opened and leaves the remote Chrome running.

  


        

      


  

    
CDPEx.Chrome 
    



      
Launches, discovers, and stops the headless Chrome OS process.
launch/1 opens Chrome via a Port with --remote-debugging-port=0, reads
the chosen DevTools WebSocket URL from Chrome's stderr (falling back to the
DevToolsActivePort file), and returns a handle. stop/1 kills the process
and removes the temp profile.
The argument and discovery helpers (build_args/2, default_args/2,
resolve_binary/1) are pure and unit-testable without launching anything.
Launch options
	:headless — run headless (default true); false drops --headless
	:chrome_binary — path to the Chrome/Chromium executable
	:window_size — {width, height} (default {1280, 1024})
	:user_data_dir — profile dir; a fresh temp dir is created (and removed on
stop) when omitted. A caller-supplied dir is left in place.
	:extra_args — extra flags appended to the defaults
	:args — full flag list that replaces the defaults entirely
	:launch_timeout — ms to wait for the DevTools endpoint (default
15_000). A ceiling, not a fixed wait: readiness is polled and returns
as soon as Chrome is reachable, so a generous value is free. Raise it for
slow cold-start hosts (e.g. headless Chrome in a constrained container).

Default flags
Defaults are deliberately neutral (stability + headless), not scraping-tuned.
Anti-bot flags (spoofed user-agent, --disable-web-security,
--disable-blink-features=AutomationControlled, …) are not included — add
them via :extra_args if you need them.
Sandbox
The defaults include --no-sandbox / --disable-setuid-sandbox so Chrome
starts in the common container/CI setup (running as root), where the sandbox
can't initialize. That is a security reduction when visiting untrusted pages —
to keep the sandbox, run as a non-root user and override the flag list via
:args (omitting the two sandbox flags).

      


      
        Summary


  
    Types
  


    
      
        handle()

      


    


    
      
        launch_error()

      


        Error reasons from launch/1. Precisely specced (not term()) so Dialyzer flags
drift at the source.



    





  
    Functions
  


    
      
        build_args(user_data_dir, opts \\ [])

      


        Builds the full Chrome argument list for a profile dir.



    


    
      
        default_args(user_data_dir, opts \\ [])

      


        The neutral default flag list (stability + headless), with --user-data-dir,
--window-size, and the conditional --headless applied from opts.



    


    
      
        launch(opts \\ [])

      


        Launches headless Chrome and returns {:ok, handle} once its DevTools
endpoint is reachable, or {:error, reason}.



    


    
      
        resolve_binary(opts)

      


        Resolves the Chrome binary path from (in order) the :chrome_binary option,
the CDP_EX_CHROME_BINARY env var, the CHROME_BINARY env var, then an
OS-specific default.



    


    
      
        stop(handle)

      


        Stops Chrome: kills the OS process, closes the port, and removes the temp
profile dir (only when cdp_ex created it). Idempotent and crash-safe — it is
the cleanup run from CDPEx.Browser's terminate/2 callback.



    





      


      
        Types


        


  
    
      
    
    
      handle()



        
          
        

    

  


  

      

          @type handle() :: %{
  port: port(),
  os_pid: non_neg_integer() | nil,
  debug_url: String.t(),
  user_data_dir: String.t(),
  owns_data_dir: boolean()
}


      



  



  
    
      
    
    
      launch_error()



        
          
        

    

  


  

      

          @type launch_error() ::
  {:chrome_not_found, String.t()}
  | {:debug_url_not_found, String.t()}
  | {:devtools_file_malformed, String.t()}
  | {:chrome_exited, integer(), String.t()}


      


Error reasons from launch/1. Precisely specced (not term()) so Dialyzer flags
drift at the source.

  


        

      

      
        Functions


        


    

  
    
      
    
    
      build_args(user_data_dir, opts \\ [])



        
          
        

    

  


  

      

          @spec build_args(
  String.t(),
  keyword()
) :: [String.t()]


      


Builds the full Chrome argument list for a profile dir.
Returns opts[:args] verbatim when given (full override); otherwise the
neutral defaults plus opts[:extra_args].

  



    

  
    
      
    
    
      default_args(user_data_dir, opts \\ [])



        
          
        

    

  


  

      

          @spec default_args(
  String.t(),
  keyword()
) :: [String.t()]


      


The neutral default flag list (stability + headless), with --user-data-dir,
--window-size, and the conditional --headless applied from opts.

  



    

  
    
      
    
    
      launch(opts \\ [])



        
          
        

    

  


  

      

          @spec launch(keyword()) :: {:ok, handle()} | {:error, launch_error()}


      


Launches headless Chrome and returns {:ok, handle} once its DevTools
endpoint is reachable, or {:error, reason}.
The Port is owned by the calling process, which therefore receives the
{port, {:exit_status, _}} message if Chrome dies.

  



  
    
      
    
    
      resolve_binary(opts)



        
          
        

    

  


  

      

          @spec resolve_binary(keyword()) :: String.t()


      


Resolves the Chrome binary path from (in order) the :chrome_binary option,
the CDP_EX_CHROME_BINARY env var, the CHROME_BINARY env var, then an
OS-specific default.

  



  
    
      
    
    
      stop(handle)



        
          
        

    

  


  

      

          @spec stop(handle()) :: :ok


      


Stops Chrome: kills the OS process, closes the port, and removes the temp
profile dir (only when cdp_ex created it). Idempotent and crash-safe — it is
the cleanup run from CDPEx.Browser's terminate/2 callback.

  


        

      


  

    
CDPEx.Connection 
    



      
A GenServer owning a single CDP WebSocket connection.
This is the heart of cdp_ex's OTP model. It connects and upgrades a
Mint.WebSocket in init/1, then runs in :active mode so every inbound
frame arrives as a process message in handle_info/2. The GenServer:
	matches command replies back to the caller by JSON-RPC id
(concurrent callers are fine — each call/4 blocks only its own caller),
	routes unsolicited events to subscribers and one-shot waiters,
	answers WebSocket pings with pongs,
	fails every pending caller with {:error, {:ws_closed, reason}} and stops
if the socket drops — no caller is left hanging.

One connection backs one socket: the browser endpoint, or a page endpoint at
/devtools/page/<targetId>. A single connection may carry both untagged
browser/page frames and many flattened sessions' frames, demultiplexed by
sessionId. CDPEx.Browser starts and monitors these.

      


      
        Summary


  
    Types
  


    
      
        call_error()

      


        Error reasons from call/5 — and from every Network/Page op layered on it.
Precisely specced (not term()) so Dialyzer flags drift at the source.



    


    
      
        t()

      


    





  
    Functions
  


    
      
        await_event(conn, matcher, timeout \\ 10000, opts \\ [])

      


        Blocks until an event for which matcher.(params) returns true, or timeout.



    


    
      
        call(conn, method, params \\ %{}, timeout \\ 10000, opts \\ [])

      


        Sends a CDP command and blocks until its reply (or timeout).



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        close(conn)

      


        Closes the WebSocket and stops the connection.



    


    
      
        start_link(ws_url, opts \\ [])

      


        Starts a connection to the given ws://host:port/path URL.



    


    
      
        subscribe(conn, method, timeout \\ 10000, opts \\ [])

      


        Subscribes the calling process to a CDP event method (e.g.
"Page.lifecycleEvent") or to :all events. Delivered as
{:cdp_event, conn_pid, method, params, session_id} — session_id is nil
for browser/page-level events.



    


    
      
        unsubscribe(conn, method)

      


        Removes a subscription created with subscribe/4.



    





      


      
        Types


        


  
    
      
    
    
      call_error()



        
          
        

    

  


  

      

          @type call_error() ::
  {:cdp_error, String.t(), term()}
  | {:timeout, String.t()}
  | {:ws_closed, term()}
  | :noproc


      


Error reasons from call/5 — and from every Network/Page op layered on it.
Precisely specced (not term()) so Dialyzer flags drift at the source.

  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CDPEx.Connection{
  all_subscribers: term(),
  conn: term(),
  monitors: term(),
  next_id: term(),
  pending: term(),
  ref: term(),
  subscribers: term(),
  waiters: term(),
  websocket: term(),
  ws_send_error: term()
}


      



  


        

      

      
        Functions


        


    

    

  
    
      
    
    
      await_event(conn, matcher, timeout \\ 10000, opts \\ [])



        
          
        

    

  


  

      

          @spec await_event(GenServer.server(), (map() -> boolean()), timeout(), keyword()) ::
  {:ok, map()}
  | {:error, {:timeout, :await_event} | :noproc | {:ws_closed, term()}}


      


Blocks until an event for which matcher.(params) returns true, or timeout.
matcher receives the event params map. Returns {:ok, params} (the matched
event's params) on a match, or {:error, reason} where reason is
{:timeout, :await_event} (no matching event in time) or :noproc /
{:ws_closed, _} (the connection itself went away) — callers must be able to
tell those apart.
Pass opts with session_id: sid to only match events from that session.
Keep matcher fast and side-effect-free: it runs inside the connection process
for each candidate event, so a slow or blocking matcher stalls the socket — and,
on a :session-transport connection, every page sharing it.

  



    

    

    

  
    
      
    
    
      call(conn, method, params \\ %{}, timeout \\ 10000, opts \\ [])



        
          
        

    

  


  

      

          @spec call(GenServer.server(), String.t(), map(), timeout(), keyword()) ::
  {:ok, map()} | {:error, call_error()}


      


Sends a CDP command and blocks until its reply (or timeout).
Returns {:ok, result}, {:error, {:cdp_error, method, error}} on a protocol
error, {:error, {:timeout, method}}, or {:error, {:ws_closed, reason}} /
{:error, :noproc} if the connection drops or is already gone.
Pass opts with session_id: sid to address a flattened CDP session.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      close(conn)



        
          
        

    

  


  

      

          @spec close(GenServer.server()) :: :ok


      


Closes the WebSocket and stops the connection.

  



    

  
    
      
    
    
      start_link(ws_url, opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(
  String.t(),
  keyword()
) :: GenServer.on_start()


      


Starts a connection to the given ws://host:port/path URL.
Options: :upgrade_timeout (ms, default 15_000) and :name (registers the
GenServer). Returns {:ok, pid} once the WebSocket handshake completes.

  



    

    

  
    
      
    
    
      subscribe(conn, method, timeout \\ 10000, opts \\ [])



        
          
        

    

  


  

      

          @spec subscribe(GenServer.server(), String.t() | :all, timeout(), keyword()) :: :ok


      


Subscribes the calling process to a CDP event method (e.g.
"Page.lifecycleEvent") or to :all events. Delivered as
{:cdp_event, conn_pid, method, params, session_id} — session_id is nil
for browser/page-level events.
The subscription is removed automatically if the subscribing process exits, so
a crashed subscriber can't accumulate in the connection.
timeout bounds the registration call so a caller can fold it into an overall
deadline (defaults to the standard call timeout).
Pass opts with session_id: sid to receive only events from that session —
the matching that await_event/4 already does for waiters. The default (nil)
receives every session's events (current behaviour); on a :dedicated
connection, where every event is for the one page, the two are equivalent.

  



  
    
      
    
    
      unsubscribe(conn, method)



        
          
        

    

  


  

      

          @spec unsubscribe(GenServer.server(), String.t() | :all) :: :ok


      


Removes a subscription created with subscribe/4.

  


        

      


  

    
CDPEx.Fetch 
    



      
Per-page handler for the CDP Fetch domain, backing CDPEx.Page.authenticate/4.
When armed on a page it enables Fetch with handleAuthRequests, then:
	auto-continues every paused request (Fetch.requestPaused →
Fetch.continueRequest) so navigation proceeds normally, and
	answers authentication challenges (Fetch.authRequired →
Fetch.continueWithAuth) with the configured credentials.

Because Fetch.enable pauses every request, each one round-trips through
this process — measurable overhead on resource-heavy pages. The handler is tied
to the page's connection and stops when it goes down.
This is an internal building block; use CDPEx.Page.authenticate/4.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CDPEx.Fetch{
  attempts: term(),
  browser: term(),
  conn: term(),
  password: term(),
  session_id: term(),
  source: term(),
  username: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  


        

      


  

    
CDPEx.Page 
    



      
A page (tab) handle and the operations you run against it.
A CDPEx.Page is a lightweight struct — not a process — holding the page's
CDPEx.Connection pid and target id. Operations are functions over that
connection, so the OTP properties (supervision, crash isolation) live in the
connection/browser layer while page calls stay ergonomic.
Obtain one with CDPEx.new_page/2. If the underlying page dies (navigation to
a new target, a crash), operations return {:error, :noproc} and you should
open a fresh page.
Operations
	Navigation — navigate/3, wait_for_navigation/2
	Evaluation — evaluate/3, call_function/4, html/2
	Waiting — wait_for_selector/3, wait_for_function/3
	Elements — text/3, attribute/4, visible?/3, click/3, type/4, press/4
	Capture — screenshot/2, pdf/2
	Emulation — set_viewport/4, set_user_agent/3
	Cookies & headers — cookies/2, set_cookies/3, clear_cookies/2, set_extra_headers/3
	Network — observe_network/2, stop_observing_network/2, response_body/3
	Interception — enable_request_interception/2, disable_request_interception/2, continue_request/3, fulfill_request/3, fail_request/3
	Auth — authenticate/4 (proxy / HTTP Basic challenges)


      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        attribute(page, css, name, opts \\ [])

      


        Returns attribute name of the first element matching css, or nil when the
element or attribute is absent.



    


    
      
        authenticate(page, username, password, opts \\ [])

      


        Arms HTTP/proxy authentication on this page with username/password.



    


    
      
        call_function(page, function_declaration, args \\ [], opts \\ [])

      


        Calls a JavaScript function with args and returns its value.



    


    
      
        clear_cookies(page, opts \\ [])

      


        Clears all browser cookies. Lazily enables Network. Options: :timeout.



    


    
      
        click(page, css, opts \\ [])

      


        Clicks the first element matching css with a real, trusted mouse event.



    


    
      
        continue_request(page, request_id, opts \\ [])

      


        Lets a paused request proceed (Fetch.continueRequest), optionally rewriting it.



    


    
      
        cookies(page, opts \\ [])

      


        Returns all browser cookies as a list of CDP cookie maps.



    


    
      
        disable_request_interception(page, opts \\ [])

      


        Disables request interception — unsubscribes the caller from Fetch.requestPaused
and disables the Fetch domain. Resolve any still-paused requests first.



    


    
      
        enable_request_interception(page, opts \\ [])

      


        Enables request interception: pauses matching requests and delivers a
Fetch.requestPaused event to the calling process for each one. You must then
resolve every paused request with continue_request/3, fulfill_request/3,
or fail_request/3 (keyed by its "requestId") — an unresolved request stalls
the page.



    


    
      
        evaluate(page, js, opts \\ [])

      


        Evaluates a JavaScript expression and returns its value (returnByValue).



    


    
      
        fail_request(page, request_id, opts \\ [])

      


        Fails a paused request (Fetch.failRequest).



    


    
      
        fulfill_request(page, request_id, opts \\ [])

      


        Answers a paused request with a synthetic response (Fetch.fulfillRequest) — the
page never hits the network for it.



    


    
      
        html(page, opts \\ [])

      


        Returns the page's full serialized HTML (document.documentElement.outerHTML).



    


    
      
        navigate(page, url, opts \\ [])

      


        Navigates to url and (by default) waits until the network is almost idle.



    


    
      
        observe_network(page, opts \\ [])

      


        Starts observing network traffic, delivering CDP Network events to the calling
process.



    


    
      
        pdf(page, opts \\ [])

      


        Renders the page to PDF (Page.printToPDF).



    


    
      
        press(page, css, key, opts \\ [])

      


        Presses a single named key, dispatching real keyDown/keyUp events.



    


    
      
        response_body(page, request_id, opts \\ [])

      


        Returns a response's body by its request_id (from a Network.responseReceived
event), via Network.getResponseBody.



    


    
      
        screenshot(page, opts \\ [])

      


        Captures a PNG screenshot.



    


    
      
        set_cookies(page, cookies, opts \\ [])

      


        Sets cookies. Each is a CDP CookieParam map — at least "name", "value",
and a "url" or "domain". Lazily enables Network. Options: :timeout.



    


    
      
        set_extra_headers(page, headers, opts \\ [])

      


        Sets extra HTTP headers sent with every subsequent request on this page.



    


    
      
        set_user_agent(page, user_agent, opts \\ [])

      


        Overrides the page's User-Agent (Emulation.setUserAgentOverride).



    


    
      
        set_viewport(page, width, height, opts \\ [])

      


        Overrides the viewport via Emulation.setDeviceMetricsOverride.



    


    
      
        stop_observing_network(page, opts \\ [])

      


        Stops observing — unsubscribes the caller from the network :events. Leaves the
Network domain enabled.



    


    
      
        text(page, css, opts \\ [])

      


        Returns the textContent of the first element matching css, or nil when
no element matches.



    


    
      
        type(page, css, text, opts \\ [])

      


        Types text into the first element matching css.



    


    
      
        visible?(page, css, opts \\ [])

      


        Returns {:ok, true} when the first element matching css is rendered and
visible (has layout boxes, not display: none / visibility: hidden),
{:ok, false} otherwise — including when no element matches.



    


    
      
        wait_for_function(page, js, opts \\ [])

      


        Polls a JavaScript expression until it is truthy, or timeout elapses.



    


    
      
        wait_for_navigation(page, opts \\ [])

      


        Waits for a navigation lifecycle milestone, without issuing a navigation.



    


    
      
        wait_for_network_idle(page, opts \\ [])

      


        Blocks until the network has been idle — at most :max_inflight in-flight requests —
for :idle_time ms continuously, or timeout.



    


    
      
        wait_for_response(page, matcher, opts \\ [])

      


        Blocks until a network response whose URL matches matcher arrives, or timeout.



    


    
      
        wait_for_selector(page, css, opts \\ [])

      


        Polls until css matches an element, or timeout elapses.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CDPEx.Page{
  browser: pid(),
  conn: pid(),
  session_id: String.t() | nil,
  target_id: String.t()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      attribute(page, css, name, opts \\ [])



        
          
        

    

  


  

      

          @spec attribute(t(), String.t(), String.t(), keyword()) ::
  {:ok, String.t() | nil} | {:error, term()}


      


Returns attribute name of the first element matching css, or nil when the
element or attribute is absent.

  



    

  
    
      
    
    
      authenticate(page, username, password, opts \\ [])



        
          
        

    

  


  

      

          @spec authenticate(t(), String.t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Arms HTTP/proxy authentication on this page with username/password.
Headless Chrome launched with --proxy-server=host:port can't send proxy
credentials, so an authenticated proxy rejects the connection
(net::ERR_INVALID_AUTH_CREDENTIALS). Call this after new_page/2 and
before navigate/3: it answers the proxy (or HTTP Basic) auth challenge with
the given credentials. It also covers Basic-auth-gated origins.
This enables the CDP Fetch domain for the page, which pauses (and
auto-continues) every request — measurable overhead on heavy pages.
Only :dedicated pages (the new_page/2 default) are supported; a :session
page returns {:error, {:unsupported_transport, :session}}. A page that isn't one
of this browser's open pages returns {:error, :unknown_page}, a page that is
already authenticated returns {:error, :already_authenticated}, and a page that
already has request interception enabled returns {:error, {:conflict, :intercepting}}
(auth and interception both drive the Fetch domain — use one per page).
If an earlier authenticate/4 on this page was abandoned while still arming (e.g. its
call timed out under heavy load), the orphaned handler is torn down automatically and
the page becomes re-authenticatable — a retry succeeds once that teardown completes (it
may briefly still see {:error, :already_authenticated} in the meantime).
The bad-credentials loop guard keys on the request id, so a single request that
must answer both a proxy and an origin challenge isn't supported — the second
challenge is cancelled (Puppeteer-parity).
Options:
	:source — which challenges to answer: :any (default), :proxy, :server.
An unknown value returns {:error, {:invalid_source, value}}.


  



    

    

  
    
      
    
    
      call_function(page, function_declaration, args \\ [], opts \\ [])



        
          
        

    

  


  

      

          @spec call_function(t(), String.t(), [term()], keyword()) ::
  {:ok, term()} | {:error, term()}


      


Calls a JavaScript function with args and returns its value.
function_declaration is a JS function expression (e.g. "(a, b) => a + b").
args are JSON-encoded (not string-interpolated) before being applied, so
passing data values through them is safe. A thrown exception is
{:error, {:evaluate_exception, details}}; non-serializable args return
{:error, {:invalid_args, reason}}.
Trusted input
function_declaration is interpolated into the page script verbatim —
treat it as trusted code and never build it from untrusted input.
Options: :timeout (default 15_000), :await_promise (default false).

  



    

  
    
      
    
    
      clear_cookies(page, opts \\ [])



        
          
        

    

  


  

      

          @spec clear_cookies(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Clears all browser cookies. Lazily enables Network. Options: :timeout.

  



    

  
    
      
    
    
      click(page, css, opts \\ [])



        
          
        

    

  


  

      

          @spec click(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Clicks the first element matching css with a real, trusted mouse event.
Scrolls the element into view, then dispatches Input.dispatchMouseEvent
mousePressed/mouseReleased at its center, so event.isTrusted is true.
The click is dispatched at the element's center but is not verified against
what is actually on top — if an overlay covers the center, the overlay receives
the event and the call still returns :ok. {:error, {:not_clickable, css}}
reflects the layout at call time; on pages that animate or lazy-render content
in, the box may not be ready yet, so retry at the caller (e.g. after
wait_for_selector/3) rather than treating it as permanent.
Options:
	:trusted — false falls back to a synthetic JS .click() (no
hit-testing, event.isTrusted == false); the escape hatch for elements not
at a clickable point. Default true.
	:timeout — default 15000.

Returns :ok, {:error, {:selector_not_found, css}} when nothing matches, or
{:error, {:not_clickable, css}} when the element has no usable box (zero-size
or not visible even after scroll).

  



    

  
    
      
    
    
      continue_request(page, request_id, opts \\ [])



        
          
        

    

  


  

      

          @spec continue_request(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Lets a paused request proceed (Fetch.continueRequest), optionally rewriting it.
:url, :method, and :headers are verbatim overrides, not merges. In
particular :headers replaces the entire request header set, so passing it to
set one header drops everything Chrome would otherwise send (User-Agent,
Accept, Cookie, …). Omit :headers to leave the original request headers
intact (the same gotcha as Puppeteer's continueRequest({headers})).
Options (all optional): :url, :method, :headers (a name => value map or
keyword list), :post_data (a binary or iodata, base64-encoded for you), :timeout.

  



    

  
    
      
    
    
      cookies(page, opts \\ [])



        
          
        

    

  


  

      

          @spec cookies(
  t(),
  keyword()
) :: {:ok, [map()]} | {:error, term()}


      


Returns all browser cookies as a list of CDP cookie maps.
Lazily enables the Network domain. Options: :timeout (default 10_000).

  



    

  
    
      
    
    
      disable_request_interception(page, opts \\ [])



        
          
        

    

  


  

      

          @spec disable_request_interception(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Disables request interception — unsubscribes the caller from Fetch.requestPaused
and disables the Fetch domain. Resolve any still-paused requests first.
Call this from the same process that called enable_request_interception/2:
the unsubscribe is keyed to self(), so a disable from a different process leaves
the original subscriber still receiving (now-unresolvable) pauses.

  



    

  
    
      
    
    
      enable_request_interception(page, opts \\ [])



        
          
        

    

  


  

      

          @spec enable_request_interception(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Enables request interception: pauses matching requests and delivers a
Fetch.requestPaused event to the calling process for each one. You must then
resolve every paused request with continue_request/3, fulfill_request/3,
or fail_request/3 (keyed by its "requestId") — an unresolved request stalls
the page.
Each pause arrives as {:cdp_event, conn, "Fetch.requestPaused", params, session_id};
handle it in a handle_info. The caller is subscribed before the domain is
enabled, so no paused request is missed.
Drive interception from one long-lived process
Use the same process for enable_request_interception/2, the pause handling,
and disable_request_interception/2 — the subscription is keyed to its pid. That
process is registered with the browser as the interception owner: if it exits
without disabling, the browser auto-Fetch.disables the page, so a crashed or
forgetful caller can't leave it bricked (every request paused with no resolver).
While interception is enabled you must still resolve every pause.
Only :dedicated pages are supported; a :session-transport page is rejected with
{:error, {:unsupported_transport, :session}} (mirroring authenticate/4) — its
subscription and owner-monitor would outlive close_page, which never stops the
shared browser connection.
Mutually exclusive with authenticate/4 on the same page — both drive the Fetch
domain. The conflict is enforced: enabling interception on an authenticated page
returns {:error, {:conflict, :authenticated}}, and authenticate/4 on an
intercepting page returns {:error, {:conflict, :intercepting}}. Re-enabling
interception on a page that already has it returns {:error, :already_intercepting}.
Options:
	:patterns — CDP RequestPatterns (default [%{"urlPattern" => "*"}], all requests)
	:timeout — ms for the enable call (default 10_000)


  



    

  
    
      
    
    
      evaluate(page, js, opts \\ [])



        
          
        

    

  


  

      

          @spec evaluate(t(), String.t(), keyword()) :: {:ok, term()} | {:error, term()}


      


Evaluates a JavaScript expression and returns its value (returnByValue).
A thrown JS exception is {:error, {:evaluate_exception, details}}.
The value must be JSON-serializable. Under returnByValue, three results are
worth knowing (return a serializable projection like el.outerHTML / el.id
to avoid them):
	a DOM node or function serializes lossily to {:ok, %{}} — an empty
map, not the object and not an error;
	an unserializable number Chrome reports only as an unserializableValue
(NaN, Infinity, -0, a BigInt) has no by-value value and surfaces as
{:error, {:unserializable_value, uv}} (the raw string, e.g. "NaN");
	a value Chrome can't serialize at all — a self-referential object like
window, a circular structure, or a Symbol — fails the call as
{:error, {:cdp_error, "Runtime.evaluate", _}}.

Options: :timeout (default 15_000), :await_promise (default false).

  



    

  
    
      
    
    
      fail_request(page, request_id, opts \\ [])



        
          
        

    

  


  

      

          @spec fail_request(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Fails a paused request (Fetch.failRequest).
:reason (default :failed) is one of :failed, :aborted, :timed_out,
:access_denied, :connection_closed, :connection_reset, :connection_refused,
:name_not_resolved, :internet_disconnected, :address_unreachable,
:blocked_by_client, :blocked_by_response. An unknown value returns
{:error, {:invalid_error_reason, value}}.

  



    

  
    
      
    
    
      fulfill_request(page, request_id, opts \\ [])



        
          
        

    

  


  

      

          @spec fulfill_request(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Answers a paused request with a synthetic response (Fetch.fulfillRequest) — the
page never hits the network for it.
Options: :status (response code, default 200), :headers (a name => value map or
keyword list), :body (a binary or iodata, base64-encoded for you), :timeout.

  



    

  
    
      
    
    
      html(page, opts \\ [])



        
          
        

    

  


  

      

          @spec html(
  t(),
  keyword()
) :: {:ok, String.t()} | {:error, term()}


      


Returns the page's full serialized HTML (document.documentElement.outerHTML).

  



    

  
    
      
    
    
      navigate(page, url, opts \\ [])



        
          
        

    

  


  

      

          @spec navigate(t(), String.t(), keyword()) ::
  {:ok, t()}
  | {:ok, t(), %{status: non_neg_integer(), url: String.t()}}
  | {:error, term()}


      


Navigates to url and (by default) waits until the network is almost idle.
Returns {:ok, page} so it pipelines with with. The readiness wait is
best-effort: if it times out, navigation still returns {:ok, page} (the page
may simply be slow); a hard navigation error returns {:error, _}.
Capturing the document response
Pass response: true to also get the main document's HTTP outcome — a clean signal
for "did I land on the real page", versus a 403 wall / 404 / redirect-to-login that
all otherwise look like success:
{:ok, page, %{status: 200, url: final_url}} = Page.navigate(page, url, response: true)
status is the HTTP status and url is the final URL after redirects,
correlated to this navigation's main document by its loaderId (not "the first
Document response seen"). This lazily enables the Network domain (and leaves it
enabled). If no main document response arrives before the wait ends, it returns
{:error, {:no_document_response, url}} (e.g. a same-document/hash navigation that
loads no new document, or a connection that never produced an HTTP response — though
the latter usually surfaces earlier as {:navigate, _}).
response: true captures the document response in a short-lived helper process with
its own Network.responseReceived subscription, so it composes safely with
observe_network/2 on the same page — the caller's subscription and any buffered
events are left untouched. A normal connection drop still surfaces as
{:error, :noproc} / {:error, {:ws_closed, _}}; only an abnormal crash of that
internal helper returns {:error, {:capture_failed, reason}}.
Options:
	:wait_until — :network_almost_idle (default), :load, or :none
	:response — true to also return %{status, url} (default false)
	:timeout — overall ceiling in ms (default 30_000); spans the lazy Network.enable,
the event subscription, the navigation, and the readiness/capture wait


  



    

  
    
      
    
    
      observe_network(page, opts \\ [])



        
          
        

    

  


  

      

          @spec observe_network(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Starts observing network traffic, delivering CDP Network events to the calling
process.
Subscribes the caller to :events (default the request + response lifecycle),
then enables the Network domain (idempotent). Each event arrives as
{:cdp_event, conn, method, params, session_id} — handle them in a handle_info.
Call stop_observing_network/2 to unsubscribe.
Start observing before navigating: requests already in flight when you call
this are not captured. Delivery is scoped to this page's session, so on a
:session-transport connection you receive only this page's Network events,
not those of other pages sharing the socket. Observing several pages from one
process accumulates — you receive each observed page's events, told apart by the
session_id element.
Options:
	:events — Network.* method names (default request + response lifecycle)
	:timeout — ms for the enable call (default 10_000)


  



    

  
    
      
    
    
      pdf(page, opts \\ [])



        
          
        

    

  


  

      

          @spec pdf(
  t(),
  keyword()
) :: {:ok, binary()} | {:error, term()}


      


Renders the page to PDF (Page.printToPDF).
Returns {:ok, data} where data is the PDF bytes — or, when :path is
given, the written file path (also a binary). Options: :path, :landscape
(default false), :print_background (default true), :timeout (default 30_000).

  



    

  
    
      
    
    
      press(page, css, key, opts \\ [])



        
          
        

    

  


  

      

          @spec press(t(), String.t() | nil, String.t(), keyword()) :: :ok | {:error, term()}


      


Presses a single named key, dispatching real keyDown/keyUp events.
When css is a selector, the element is focused first; when css is nil, the
key goes to the currently-focused element. Supported keys: Enter, Tab,
Escape, Backspace, Delete, ArrowUp/ArrowDown/ArrowLeft/ArrowRight,
Home, End.
Returns :ok, {:error, {:selector_not_found, css}}, or
{:error, {:unknown_key, key}}. Option: :timeout (default 15000).

  



    

  
    
      
    
    
      response_body(page, request_id, opts \\ [])



        
          
        

    

  


  

      

          @spec response_body(t(), String.t(), keyword()) :: {:ok, binary()} | {:error, term()}


      


Returns a response's body by its request_id (from a Network.responseReceived
event), via Network.getResponseBody.
Returns {:ok, body} (decoding base64 when Chrome sends it that way) or
{:error, reason}. The Network domain must have been enabled (e.g. via
observe_network/2) when the request was captured — unlike the other Network
ops this does not lazily enable it, since enabling now can't recover a past body.
If it wasn't enabled, the call surfaces as
{:error, {:cdp_error, "Network.getResponseBody", _}}.
The body is only retrievable once the request has finished loading. Calling this in
the window between Network.responseReceived (what wait_for_response/3 resolves on)
and Network.loadingFinished can return
{:error, {:cdp_error, "Network.getResponseBody", %{"code" => -32000}}}
("No data found …"). Wait for the network to settle (e.g. wait_for_network_idle/2)
before reading, or retry on that transient error.
Options: :timeout (default 10_000).

  



    

  
    
      
    
    
      screenshot(page, opts \\ [])



        
          
        

    

  


  

      

          @spec screenshot(
  t(),
  keyword()
) :: {:ok, binary()} | {:error, term()}


      


Captures a PNG screenshot.
Returns {:ok, data} where data is the PNG bytes — or, when :path is
given, the written file path (also a binary).
Options: :path (write to file), :full_page (capture beyond the viewport,
default false), :timeout (default 30_000).

  



    

  
    
      
    
    
      set_cookies(page, cookies, opts \\ [])



        
          
        

    

  


  

      

          @spec set_cookies(t(), [map()], keyword()) :: :ok | {:error, term()}


      


Sets cookies. Each is a CDP CookieParam map — at least "name", "value",
and a "url" or "domain". Lazily enables Network. Options: :timeout.

  



    

  
    
      
    
    
      set_extra_headers(page, headers, opts \\ [])



        
          
        

    

  


  

      

          @spec set_extra_headers(t(), %{optional(String.t()) => String.t()}, keyword()) ::
  :ok | {:error, term()}


      


Sets extra HTTP headers sent with every subsequent request on this page.
headers is a map of header name => value; set them before navigating for
them to apply to that navigation. Lazily enables Network. Options: :timeout.

  



    

  
    
      
    
    
      set_user_agent(page, user_agent, opts \\ [])



        
          
        

    

  


  

      

          @spec set_user_agent(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Overrides the page's User-Agent (Emulation.setUserAgentOverride).
Options:
	:user_agent_metadata — a CDP Emulation.UserAgentMetadata map (string keys,
e.g. %{"platform" => "macOS", "mobile" => false, "brands" => [...]}). Sets the
UA Client Hints surface (navigator.userAgentData, the Sec-CH-UA* headers) so
it stays consistent with the UA string. Overriding only the string leaves Client
Hints at Chrome's defaults — a visible navigator.userAgent ↔ Client-Hints
mismatch. Passed through verbatim, so it must match the CDP shape: a partial or
empty map is not dropped — it's sent as-is and Chrome rejects the whole
setUserAgentOverride call. Omit the option entirely to leave Client Hints at
Chrome's default.
	:accept_language — value for the Accept-Language header and navigator.language
(e.g. "en-US").
	:timeout (default 10_000).

Example
Page.set_user_agent(page, "Mozilla/5.0 (Macintosh…) Chrome/120.0.0.0 Safari/537.36",
  user_agent_metadata: %{
    "platform" => "macOS",
    "platformVersion" => "14.0.0",
    "architecture" => "arm",
    "model" => "",
    "mobile" => false,
    "brands" => [
      %{"brand" => "Chromium", "version" => "120"},
      %{"brand" => "Not=A?Brand", "version" => "24"}
    ]
  },
  accept_language: "en-US"
)

  



    

  
    
      
    
    
      set_viewport(page, width, height, opts \\ [])



        
          
        

    

  


  

      

          @spec set_viewport(t(), pos_integer(), pos_integer(), keyword()) ::
  :ok | {:error, term()}


      


Overrides the viewport via Emulation.setDeviceMetricsOverride.
width/height are CSS pixels. Options: :device_scale_factor (default 1),
:mobile (default false), :timeout. Returns :ok.

  



    

  
    
      
    
    
      stop_observing_network(page, opts \\ [])



        
          
        

    

  


  

      

          @spec stop_observing_network(
  t(),
  keyword()
) :: :ok


      


Stops observing — unsubscribes the caller from the network :events. Leaves the
Network domain enabled.
Pass the same :events you gave observe_network/2. Both default to the
request + response lifecycle, but if you observed with a custom list you must
repeat it here — otherwise the original subscriptions are never removed and the
caller keeps receiving those events.

  



    

  
    
      
    
    
      text(page, css, opts \\ [])



        
          
        

    

  


  

      

          @spec text(t(), String.t(), keyword()) :: {:ok, String.t() | nil} | {:error, term()}


      


Returns the textContent of the first element matching css, or nil when
no element matches.

  



    

  
    
      
    
    
      type(page, css, text, opts \\ [])



        
          
        

    

  


  

      

          @spec type(t(), String.t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Types text into the first element matching css.
Focuses the element, then sends the text via Input.insertText (fires input
and change; does not emit per-character keydown/keyup).
Returns :ok or {:error, {:selector_not_found, css}}. Option: :timeout
(default 15000).

  



    

  
    
      
    
    
      visible?(page, css, opts \\ [])



        
          
        

    

  


  

      

          @spec visible?(t(), String.t(), keyword()) :: {:ok, boolean()} | {:error, term()}


      


Returns {:ok, true} when the first element matching css is rendered and
visible (has layout boxes, not display: none / visibility: hidden),
{:ok, false} otherwise — including when no element matches.

  



    

  
    
      
    
    
      wait_for_function(page, js, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_function(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Polls a JavaScript expression until it is truthy, or timeout elapses.
The expression is coerced with !!(...), so JS truthiness applies. Returns
:ok, {:error, :timeout}, or {:error, reason} if a non-transient evaluate
error occurs (e.g. a thrown exception or a dropped connection). Options:
:timeout (default 5_000), :interval (poll interval ms, default 100).

  



    

  
    
      
    
    
      wait_for_navigation(page, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_navigation(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Waits for a navigation lifecycle milestone, without issuing a navigation.
Useful after a click/3 (or other in-page action) that triggers navigation.
Options:
	:wait_until — :network_almost_idle (default), :load, or :none
	:timeout — ms (default 30_000)

Returns :ok, {:error, :timeout}, or {:error, reason} if the connection
drops while waiting.

  



    

  
    
      
    
    
      wait_for_network_idle(page, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_network_idle(
  t(),
  keyword()
) :: :ok | {:error, term()}


      


Blocks until the network has been idle — at most :max_inflight in-flight requests —
for :idle_time ms continuously, or timeout.
The Puppeteer "networkidle" primitive: use it after a click/3 (or other action)
that kicks off XHR/fetch hydration to wait for the page to settle. Idleness is
measured from the call onward — requests already in flight when you call are not
counted — so call it right after triggering the work.
Returns :ok once idle, {:error, :timeout} if it never settles within timeout
(e.g. a streaming / SSE / long-poll connection that never closes), or
{:error, reason} if the connection drops. Lazily enables the Network domain.
The idle wait runs in a short-lived helper process with its own subscription, so it
composes safely with observe_network/2 on the same page — the caller's subscription
and any buffered events are left untouched. A normal connection drop surfaces as
{:error, :noproc} / {:error, {:ws_closed, _}}; only an abnormal crash of that
internal helper returns {:error, {:idle_wait_failed, reason}}.
Options:
	:idle_time — ms of continuous idleness required (default 500)
	:max_inflight — in-flight requests still considered idle (default 0; 2 is
Puppeteer's networkidle2)
	:timeout — overall ceiling in ms (default 30_000)


  



    

  
    
      
    
    
      wait_for_response(page, matcher, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_response(
  t(),
  (String.t() -> boolean()) | Regex.t() | String.t(),
  keyword()
) ::
  {:ok, map()} | {:error, term()}


      


Blocks until a network response whose URL matches matcher arrives, or timeout.
Useful after a click/3 (or other in-page action) that triggers an XHR/fetch:
wait for the specific response, then read it with response_body/3 (the returned
params carry the "requestId").
matcher selects on the response URL and may be:
	a function (url :: String.t() -> boolean()),
	a Regex (matched against the URL), or
	a binary substring (matched with String.contains?/2).

A function matcher runs inside the connection process for each candidate
response, so keep it fast and side-effect-free (a slow matcher stalls the
socket, and every page on a :session-transport connection with it).
Returns {:ok, params} — the full Network.responseReceived params (HTTP status
under params["response"]["status"], request id under params["requestId"]) — or
{:error, :timeout} if nothing matched in time, or {:error, reason} if the
connection drops. Lazily enables the Network domain. Only responses observed
after this call are considered, so call it before triggering the request.
Returns {:ok, params}, not a bare :ok
Unlike wait_for_navigation/2 / wait_for_selector/3 / wait_for_network_idle/2
(which return :ok), this returns the matched event — match on {:ok, params}.
Options: :timeout — ms (default 30_000).

  



    

  
    
      
    
    
      wait_for_selector(page, css, opts \\ [])



        
          
        

    

  


  

      

          @spec wait_for_selector(t(), String.t(), keyword()) :: :ok | {:error, term()}


      


Polls until css matches an element, or timeout elapses.
Returns :ok, {:error, :timeout}, or {:error, reason} if a non-transient
evaluate error occurs (e.g. the connection drops). Options: :timeout
(default 5_000), :interval (poll interval ms, default 100).

  


        

      


  

    
CDPEx.Pool 
    



      
A fixed-size pool of reusable CDPEx.Browser processes.
Launching Chrome is expensive — a cold start can take several seconds on a
constrained host, with a fresh profile each time. A pool keeps browsers warm
and hands them out for reuse, so a per-job fetch no longer pays a launch on
every call.
{:ok, pool} = CDPEx.Pool.start_link(size: 2, launch_opts: [headless: true])

CDPEx.Pool.with_page(pool, fn page ->
  {:ok, _} = CDPEx.Page.navigate(page, "https://example.com")
  CDPEx.Page.html(page)
end)
Browsers are launched lazily up to :size and reused thereafter.
checkout/2 blocks (up to :checkout_timeout) when every browser is busy. The
pool is resilient: a caller that crashes while holding a browser has it returned
automatically, and a browser that crashes is dropped and relaunched on demand —
so :size self-heals. Put the pool under your supervision tree; its
terminate/2 stops every browser, reaping Chrome.
Browser launches are asynchronous — each cold start (a cold Chrome can take a
few seconds) runs in its own task, so the pool keeps serving checkouts, checkins,
and timeouts while browsers warm up, and a pool growing to :size under load
launches them concurrently. :checkout_timeout is honored even during warmup.
Options
	:size — maximum number of browsers (default 1)
	:launch_opts — options passed to each CDPEx.Browser (see CDPEx.Chrome); any
:owner here is ignored — the pool owns its browsers and sets it itself
	:checkout_timeout — ms to wait for a free browser (default 5_000)
	:name — registers the pool process
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        t()

      


    





  
    Functions
  


    
      
        checkin(pool, browser)

      


        Returns a browser borrowed with checkout/2.



    


    
      
        checkout(pool, timeout \\ 5000)

      


        Borrows a browser, blocking up to timeout ms when all are busy.



    


    
      
        start_link(opts \\ [])

      


        Starts a pool. See the moduledoc for options.



    


    
      
        stop(pool)

      


        Stops the pool, stopping every browser (and reaping Chrome).



    


    
      
        with_browser(pool, fun, timeout \\ 5000)

      


        Runs fun with a checked-out browser, returning it afterwards (even if fun
raises). Returns fun's value, or {:error, reason} if no browser was free.



    


    
      
        with_page(pool, fun, opts \\ [])

      


        Runs fun with a fresh page on a pooled browser, cleaning up the page and
returning the browser afterwards. The pooled counterpart of CDPEx.with_page/3
— it reuses a warm browser instead of launching one per call.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %CDPEx.Pool{
  available: term(),
  busy: term(),
  count: term(),
  launch_opts: term(),
  launching: term(),
  size: term(),
  start_fun: term(),
  task_sup: term(),
  waiting: term()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      checkin(pool, browser)



        
          
        

    

  


  

      

          @spec checkin(GenServer.server(), pid()) :: :ok


      


Returns a browser borrowed with checkout/2.

  



    

  
    
      
    
    
      checkout(pool, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec checkout(GenServer.server(), timeout()) :: {:ok, pid()} | {:error, term()}


      


Borrows a browser, blocking up to timeout ms when all are busy.
Returns {:ok, browser}, {:error, :timeout}, or {:error, reason} if a
browser had to be launched and failed — a launch error is reported to a waiting
caller and is generally worth retrying. A caller still waiting when the pool stops
gets {:error, :noproc}. Always checkin/2 it when done — or use
with_browser/3 / with_page/3, which do that for you.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

      

          @spec start_link(keyword()) :: GenServer.on_start()


      


Starts a pool. See the moduledoc for options.

  



  
    
      
    
    
      stop(pool)



        
          
        

    

  


  

      

          @spec stop(GenServer.server()) :: :ok


      


Stops the pool, stopping every browser (and reaping Chrome).

  



    

  
    
      
    
    
      with_browser(pool, fun, timeout \\ 5000)



        
          
        

    

  


  

      

          @spec with_browser(GenServer.server(), (pid() -> result), timeout()) ::
  result | {:error, term()}
when result: var


      


Runs fun with a checked-out browser, returning it afterwards (even if fun
raises). Returns fun's value, or {:error, reason} if no browser was free.

  



    

  
    
      
    
    
      with_page(pool, fun, opts \\ [])



        
          
        

    

  


  

      

          @spec with_page(GenServer.server(), (CDPEx.Page.t() -> result), keyword()) ::
  result | {:error, term()}
when result: var


      


Runs fun with a fresh page on a pooled browser, cleaning up the page and
returning the browser afterwards. The pooled counterpart of CDPEx.with_page/3
— it reuses a warm browser instead of launching one per call.
opts are forwarded to CDPEx.with_page/3 (e.g. :prevent_alerts); pass
:checkout_timeout to bound the wait for a free browser. Returns fun's value,
or {:error, reason}.

  


        

      


  

    
CDPEx.Protocol 
    



      
Pure CDP wire helpers: JSON-RPC encoding, frame decoding, and message
classification. No process state, no I/O — every function here is referentially
transparent and unit-testable without a running Chrome.
Module note: this module aliases Mint.WebSocket as WebSocket.

The Chrome DevTools Protocol is JSON-RPC 2.0-ish over a WebSocket:
	a command is %{"id" => n, "method" => "Domain.method", "params" => %{}}
	a reply echoes the "id" and carries either "result" or "error"
	an event has a "method" and "params" but no "id"

CDPEx.Connection owns the socket and drives these helpers.

      


      
        Summary


  
    Types
  


    
      
        classification()

      


        The result of classifying a single decoded frame.



    


    
      
        frame()

      


        A decoded Mint.WebSocket frame.



    





  
    Functions
  


    
      
        bracket_host(host)

      


        Brackets an IPv6 host literal so it can be interpolated into a URL
(::1 -> [::1]); other hosts pass through unchanged.



    


    
      
        classify(arg1)

      


        Classifies one decoded frame into a CDP-level action.



    


    
      
        decode_frames(websocket, responses, ref)

      


        Decodes Mint.WebSocket stream responses for ref into a flat list of frames.



    


    
      
        encode(method, params, id, session_id \\ nil)

      


        Encodes a CDP command to JSON iodata.



    


    
      
        evaluate_result(other)

      


        Unwraps a Runtime.evaluate result.



    


    
      
        parse_ws_url(ws_url)

      


        Splits a Chrome DevTools ws:// or wss:// URL into {scheme, host, port, target}.



    


    
      
        prevent_alerts_js()

      


        JavaScript that neutralises alert/confirm/prompt so modal dialogs can't
block automation. Injected via Page.addScriptToEvaluateOnNewDocument.



    


    
      
        sni(host)

      


        The :server_name_indication value for a TLS connection to host: the host as a
charlist for a DNS name, or :disable for an IP literal (RFC 6066 forbids an IP
address as an SNI server name, and some TLS peers reject it).



    





      


      
        Types


        


  
    
      
    
    
      classification()



        
          
        

    

  


  

      

          @type classification() ::
  {:reply, id :: pos_integer(), session_id :: String.t() | nil,
   {:ok, map()} | {:error, map()}}
  | {:event, method :: String.t(), session_id :: String.t() | nil,
     params :: map()}
  | {:ping, binary()}
  | {:close, code :: integer() | nil, reason :: binary()}
  | :ignore


      


The result of classifying a single decoded frame.

  



  
    
      
    
    
      frame()



        
          
        

    

  


  

      

          @type frame() :: Mint.WebSocket.frame() | {:close, integer() | nil, binary()}


      


A decoded Mint.WebSocket frame.

  


        

      

      
        Functions


        


  
    
      
    
    
      bracket_host(host)



        
          
        

    

  


  

      

          @spec bracket_host(String.t()) :: String.t()


      


Brackets an IPv6 host literal so it can be interpolated into a URL
(::1 -> [::1]); other hosts pass through unchanged.

  



  
    
      
    
    
      classify(arg1)



        
          
        

    

  


  

      

          @spec classify(frame()) :: classification()


      


Classifies one decoded frame into a CDP-level action.
Text frames are parsed as JSON and split into replies (by "id") and events
(by "method"), each carrying any "sessionId" (from flattened CDP sessions)
so the connection can route per session. Ping frames surface so the connection can pong, and a peer
close frame surfaces so the connection can shut down and fail pending
callers. Everything else (pong, unrecognised JSON) is :ignore.
For an error reply, the raw CDP error object is returned; the connection wraps
it with the originating method as {:cdp_error, method, error}.
Examples
iex> CDPEx.Protocol.classify({:text, ~s({"id":1,"result":{"frameId":"A"}})})
{:reply, 1, nil, {:ok, %{"frameId" => "A"}}}

iex> CDPEx.Protocol.classify({:text, ~s({"id":2,"error":{"code":-32000,"message":"boom"}})})
{:reply, 2, nil, {:error, %{"code" => -32000, "message" => "boom"}}}

iex> CDPEx.Protocol.classify({:text, ~s({"method":"Page.loadEventFired","params":{"t":1}})})
{:event, "Page.loadEventFired", nil, %{"t" => 1}}

iex> CDPEx.Protocol.classify({:text, ~s({"method":"Inspector.detached"})})
{:event, "Inspector.detached", nil, %{}}

iex> CDPEx.Protocol.classify({:text, ~s({"method":"Page.lifecycleEvent","sessionId":"S","params":{"x":1}})})
{:event, "Page.lifecycleEvent", "S", %{"x" => 1}}

iex> CDPEx.Protocol.classify({:ping, "hi"})
{:ping, "hi"}

iex> CDPEx.Protocol.classify({:close, 1000, "bye"})
{:close, 1000, "bye"}

iex> CDPEx.Protocol.classify({:pong, "hi"})
:ignore

  



  
    
      
    
    
      decode_frames(websocket, responses, ref)



        
          
        

    

  


  

      

          @spec decode_frames(Mint.WebSocket.t(), [term()], reference()) ::
  {:ok, Mint.WebSocket.t(), [frame()]} | {:error, term()}


      


Decodes Mint.WebSocket stream responses for ref into a flat list of frames.
Non-matching responses (other refs, status/headers) are ignored. Returns the
advanced websocket along with the frames so the caller can thread state.

  



    

  
    
      
    
    
      encode(method, params, id, session_id \\ nil)



        
          
        

    

  


  

      

          @spec encode(String.t(), map(), pos_integer(), String.t() | nil) :: iodata()


      


Encodes a CDP command to JSON iodata.
Pass a session_id to target a flattened session; omit it (the default) for
commands sent on a page or browser socket directly.
Examples
iex> CDPEx.Protocol.encode("Page.navigate", %{"url" => "https://x.test"}, 1)
...> |> IO.iodata_to_binary()
...> |> Jason.decode!()
%{"id" => 1, "method" => "Page.navigate", "params" => %{"url" => "https://x.test"}}

iex> CDPEx.Protocol.encode("Page.enable", %{}, 7, "SID")
...> |> IO.iodata_to_binary()
...> |> Jason.decode!()
%{"id" => 7, "method" => "Page.enable", "params" => %{}, "sessionId" => "SID"}

  



  
    
      
    
    
      evaluate_result(other)



        
          
        

    

  


  

      

          @spec evaluate_result(map()) :: {:ok, term()} | {:error, term()}


      


Unwraps a Runtime.evaluate result.
A thrown JS exception becomes {:error, {:evaluate_exception, details}}; a
returned value (with returnByValue: true) becomes {:ok, value}; undefined
becomes {:ok, nil}. A result Chrome can only express as an unserializableValue
— NaN, Infinity, -0, or a BigInt — has no by-value value and becomes
{:error, {:unserializable_value, uv}}, carrying the raw unserializableValue
string. Anything else (an unrecognized result envelope) falls through to
{:error, {:unexpected_evaluate, _}}. (Inputs Chrome can't serialize at all,
like window or a circular object, never reach here — the Runtime.evaluate
call fails first; see CDPEx.Page.evaluate/3.)
Examples
iex> CDPEx.Protocol.evaluate_result(%{"result" => %{"type" => "string", "value" => "<html>"}})
{:ok, "<html>"}

iex> CDPEx.Protocol.evaluate_result(%{"result" => %{"type" => "number", "value" => 42}})
{:ok, 42}

iex> CDPEx.Protocol.evaluate_result(%{"result" => %{"type" => "undefined"}})
{:ok, nil}

iex> {:error, {:evaluate_exception, _}} =
...>   CDPEx.Protocol.evaluate_result(%{"exceptionDetails" => %{"text" => "Uncaught"}})

iex> CDPEx.Protocol.evaluate_result(%{"result" => %{"type" => "bigint", "unserializableValue" => "10n"}})
{:error, {:unserializable_value, "10n"}}

  



  
    
      
    
    
      parse_ws_url(ws_url)



        
          
        

    

  


  

      

          @spec parse_ws_url(String.t()) :: {String.t(), String.t(), pos_integer(), String.t()}


      


Splits a Chrome DevTools ws:// or wss:// URL into {scheme, host, port, target}.
Uses URI.parse/1, so IPv6 hosts, explicit ports, and paths are handled
correctly; a non-ws(s):// URL or one missing a host/port raises ArgumentError.
wss:// denotes a remote/TLS DevTools endpoint (see CDPEx.connect/2).
The fourth element is the WebSocket-upgrade request target — the path plus
any ?query — so a token-bearing cloud endpoint
(wss://host/cdp?token=…) reaches the provider with its query intact.
Examples
iex> CDPEx.Protocol.parse_ws_url("ws://127.0.0.1:9222/devtools/browser/abc-123")
{"ws", "127.0.0.1", 9222, "/devtools/browser/abc-123"}

iex> CDPEx.Protocol.parse_ws_url("wss://[::1]:9222/devtools/browser/abc")
{"wss", "::1", 9222, "/devtools/browser/abc"}

iex> CDPEx.Protocol.parse_ws_url("wss://chrome.example.com/cdp?token=abc")
{"wss", "chrome.example.com", 443, "/cdp?token=abc"}

  



  
    
      
    
    
      prevent_alerts_js()



        
          
        

    

  


  

      

          @spec prevent_alerts_js() :: String.t()


      


JavaScript that neutralises alert/confirm/prompt so modal dialogs can't
block automation. Injected via Page.addScriptToEvaluateOnNewDocument.

  



  
    
      
    
    
      sni(host)



        
          
        

    

  


  

      

          @spec sni(String.t()) :: charlist() | :disable


      


The :server_name_indication value for a TLS connection to host: the host as a
charlist for a DNS name, or :disable for an IP literal (RFC 6066 forbids an IP
address as an SNI server name, and some TLS peers reject it).

  


        

      


  

    
CDPEx.Proxy 
    



      
Parses the :proxy launch option into a Chrome --proxy-server flag plus, when the
proxy is authenticated, the credentials CDPEx.Browser arms on each page.
Accepts either a URL string or a keyword list / map:
"http://user:pass@host:8080"
[server: "host:8080", scheme: "http", username: "user", password: "pass"]
In the URL form, credentials with reserved characters must be percent-encoded
(e.g. p@ss → p%40ss); they are decoded back on parse. The keyword form takes
credentials verbatim, so prefer it when a password contains reserved characters.
See the :proxy option on CDPEx.launch/1.

      


      
        Summary


  
    Types
  


    
      
        t()

      


        A parsed proxy: the scheme://host:port value for Chrome's --proxy-server
(userinfo stripped), plus optional credentials (nil for an open proxy).



    





  
    Functions
  


    
      
        credentials(arg1)

      


        Credentials (%{username, password}) when the proxy needs auth, else nil.



    


    
      
        parse(url)

      


        Parses a :proxy value into {:ok, t} or {:error, {:invalid_proxy, reason}}.



    


    
      
        to_arg(map)

      


        The --proxy-server=… Chrome flag for a parsed proxy.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %{
  server: String.t(),
  username: String.t() | nil,
  password: String.t() | nil
}


      


A parsed proxy: the scheme://host:port value for Chrome's --proxy-server
(userinfo stripped), plus optional credentials (nil for an open proxy).

  


        

      

      
        Functions


        


  
    
      
    
    
      credentials(arg1)



        
          
        

    

  


  

      

          @spec credentials(t()) :: %{username: String.t(), password: String.t()} | nil


      


Credentials (%{username, password}) when the proxy needs auth, else nil.
Both parts must be present and non-empty; a missing or empty half is treated as no
auth (the proxy is used unauthenticated).

  



  
    
      
    
    
      parse(url)



        
          
        

    

  


  

      

          @spec parse(term()) :: {:ok, t()} | {:error, {:invalid_proxy, term()}}


      


Parses a :proxy value into {:ok, t} or {:error, {:invalid_proxy, reason}}.

  



  
    
      
    
    
      to_arg(map)



        
          
        

    

  


  

      

          @spec to_arg(t()) :: String.t()


      


The --proxy-server=… Chrome flag for a parsed proxy.

  


        

      


  

    
CDPEx.Telemetry 
    



      
The :telemetry events CDPEx emits.
CDPEx is silent by default: it emits these events but attaches no handlers.
Attach your own with :telemetry.attach/4 (or a reporter like Telemetry.Metrics)
to record them. Emitting with no handler attached is a cheap no-op.
Handlers run synchronously in the process that emits the event — including the
CDPEx.Browser / CDPEx.Connection GenServers, where error events fire immediately
before that process stops. Keep handlers fast (offload slow work to a Task or a
queue); a slow handler delays the emitting process and, for error events, Chrome
teardown.
Events
[:cdp_ex, :launch, :start | :stop | :exception]
A span around CDPEx.launch/1 — Chrome spawn, WebSocket
connect, and bootstrap. :stop carries the span :duration (in :native time
units); its metadata is %{} on success or %{error: reason} when the launch
failed. A failed launch still completes through :stop (the browser never started);
only a raised exception emits :exception.
[:cdp_ex, :connect, :start | :stop | :exception]
A span around CDPEx.connect/2 — endpoint discovery plus the WebSocket connect.
Same :stop metadata shape as :launch (%{} on success, %{error: reason} on
failure).
[:cdp_ex, :navigate, :start | :stop | :exception]
A span around CDPEx.Page.navigate/3.
	:start metadata — %{url: url}
	:stop metadata — %{url, status, final_url} plus :error when the navigation
failed. status and final_url are nil unless the call used response: true
(see CDPEx.Page.navigate/3) — nil means "not requested", not "unknown". A
navigation error tuple flows through :stop (with :error in the metadata),
not :exception.

Both spans' metadata also carry :telemetry_span_context (injected by
:telemetry.span/3 to correlate :start/:stop/:exception).
[:cdp_ex, :page, :start] and [:cdp_ex, :page, :stop]
Emitted when a page is opened (CDPEx.new_page/2) and closed (CDPEx.close_page/2).
	measurements — %{system_time: System.system_time()}
	metadata — %{target_id, transport} where transport is :dedicated or :session

:stop fires only on an explicit close_page/2. A page that dies any other way (a
Chrome crash, the browser connection going down) emits [:cdp_ex, :error] instead
of :stop — so a gauge built by pairing :start/:stop should also decrement on
those errors, or use a counter.
[:cdp_ex, :error]
A genuine fault — a page's WebSocket closed unexpectedly, the browser connection went
down, or Chrome exited.
	measurements — %{system_time: System.system_time()}
	metadata — %{reason, context}:	:chrome_exited — reason is the integer OS exit status
	:browser_connection_down — reason is the connection's exit reason
	:ws_closed — reason is the WebSocket close reason (e.g. :closed, or a
{code, binary} peer close)



One fault can emit several events
A single Chrome death surfaces as one :ws_closed per live connection (each
dedicated page's, plus the browser's) and one :browser_connection_down, racing
with :chrome_exited (whichever the browser observes first). Treat them as one
incident per browser, not one fault each. A clean CDPEx.stop/1 or close_page/2
emits no error event.
Example
:telemetry.attach(
  "log-cdp-navigate",
  [:cdp_ex, :navigate, :stop],
  fn _event, %{duration: dur}, %{url: url, status: status}, _config ->
    ms = System.convert_time_unit(dur, :native, :millisecond)
    IO.puts("navigated #{url} -> #{inspect(status)} in #{ms}ms")
  end,
  nil
)

      


      
        Summary


  
    Types
  


    
      
        span_name()

      


        The CDPEx operations wrapped in a :telemetry span.



    





      


      
        Types


        


  
    
      
    
    
      span_name()


        (since 0.4.0)


        
          
        

    

  


  

      

          @type span_name() :: :launch | :connect | :navigate


      


The CDPEx operations wrapped in a :telemetry span.
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